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Introduction

This document is intended to provide an overview of the Perceptive Content database and highlight
specific areas that are important to the installation, configuration, maintenance, and performance of your
SQL Server database. Most of the topics mentioned in this document are highlighted at a high level for
awareness and consideration, with the expectation that additional Perceptive Content documentation or
vendor specific documentation should be referenced whenever additional details or clarification is
needed.

Some of the topics discussed in this document are touched on in multiple sections to reinforce the
importance of the topic within the context of the section.

These recommendations are based on Hyland Software, Inc’s. experience as well as Microsoft
documentation, and industry standard best practices.

Administration

Having skilled administrators to manage and maintain your infrastructure is important. There are many
components that must work seamlessly to deliver a highly performing and secure environment. The
importance of having individuals that can effectively configure, tune, and troubleshoot the various
components of your infrastructure cannot be understated. This applies to databases, storage, networking,
system administration, etc.

The Database Administrator (DBA) is responsible for the configuration and performance of the database
as well as ensuring that recommended maintenance and monitoring is ongoing. For customers hosting
their own databases, we recommend having a certified DBA on staff. It is our experience that system
performance and stability are most successful when managed by a certified DBA.

Note that there are specific parameters, within the application configuration (.ini) files on the Perceptive
Content servers, which affect how the application interacts with the database. It is often necessary for the
DBA and the Perceptive Content application specialists to review and coordinate changes to these
parameters to evaluate the results and determine their effects in your environments.
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Perceptive Content Architecture

Successful administration of any database environment includes having a basic understanding of the
entire architecture and the components that interact with the database. The following section provides a
high-level understanding of a typical Perceptive Content implementation.

Overview

There are many components that comprise a Perceptive Content implementation. The architecture is
generally divided into several tiers including the Clients, Remote Agents, Web Servers, Application
Servers, and the Storage tier which includes the database and the Object Storage Manager (OSM).

The following table describes the components of each tier behind a high-availability Perceptive Content
Server configuration.

Tier Description

Client Includes the Perceptive Content Desktop Client, Interact Desktop Client,
Experience Client, web service clients such as Interact for Mobile, Epic and
SharePoint.

Web Includes the Perceptive Content Experience Servers and Integration Servers.

Agent Includes external, remote, server-side agents, such as Forms Agent, Output

Agent, Mail Agent, and Recognition Agent.

Application Includes one or more nodes, where each node contains an instance of the
Perceptive Content Server. Also contains local storage for the bin, log, and temp
directories and embedded agent directories, such as job and workflow.

Storage Includes the Perceptive Content database, which stores the metadata and
system information, and the Object Storage Manager (OSM), which stores the
document physical objects.

11
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The following diagram depicts the common components of a Perceptive Content implementation.

Architecture

Client Tier Middle Tier Storage Tier

Tomcat
Java

SQL Server
Oracle
Postgres

Windows
Linux

Net Core

Node js/ Net Core

For more information on the overall architecture of Perceptive Content, see the following documentation
on docs.hyland.com:

e Architecture Advanced Design and Setup Guide

e Active-Active and High Availability Advanced Design and Setup Guide

Perceptive Content Database
The Perceptive Content database is named INOW by default.
Perceptive Content supports using SQL Server, Oracle, or PostgreSQL databases.

The INOW database is used to store the metadata of each document, not the actual document. All
content that is managed by Perceptive Content is stored in the Object Storage Manager (OSM).

The INOW database is a highly normalized relational database consisting of tables, clustered indexes,
non-clustered indexes, and primary and foreign key constraints. The Perceptive Content database tables
are used to store the metadata associated with every document as well as static configuration data, and
dynamic state data used to support the many features of Perceptive Content.

Depending on the language requirements for your implementation of Perceptive Content and the
anticipated volume of users, you may choose from several different database creation scripts to create
the INOW database. For more information on the different scripts that are available for creating the INOW
database, see the Database Scripts section of this document.

12
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Unicode Support

Perceptive Content supports Unicode implementations starting with Perceptive Content version 6.8.
Customers that intend to use Perceptive Content to store data across multiple languages should use the
Unicode version of the INOW database.

Application Server Encoding

The Perceptive Content application server and Unicode agents use UTF-16 encoding. When the server or
agents start and connect to the database, they evaluate the datatype for a specific column within the
database schema to determine the encoding of the database. If the evaluated column is varchar, then a
transcoding layer is used for calls into the ODBC layer. If transcoding fails, then an exception is thrown. If
the evaluated column is nvarchar, then the server assumes a Unicode implementation from end to end
and the transcoding layer is bypassed.

Unicode Database

When deploying a Unicode version of Perceptive Content, you must create the INOW database using one
of the Unicode database creation scripts. The Unicode versions of the database creation scripts use the
nvarchar datatype to ensure that all characters can be stored within the database.

For more information on the different database creation scripts, see the Database Scripts section of this
document.

Database Collation

When using the Unicode version of the INOW database, the choice of a database collation does not
impact which characters can be stored in the INOW database since Unicode datatypes (nvarchar) are
used across the schema and use either UCS-2 or UTF-16 encoding depending on the collation you
choose.

In most cases, the Latin1_General_100_CI_AS collation is the best option although you may choose to
use a different collation that aligns better with the characteristics of your data and your regional and locale
settings.

For more information on choosing a collation, see the following documentation:
o Database Collation section of this document.
e SQL Server Collations and Unicode support document at learn.microsoft.com.

e SQL Server Collation Precedence document at learn.microsoft.com.

Migrating to Unicode

For existing customers that are expanding globally and need to support multiple languages and character
sets, then it may be necessary to convert from an ANSI to Unicode.

When migrating your existing database to Unicode, it may be necessary to change the database collation
if there is a better collation that aligns with the primary language used to drive the business.

If it is determined that a collation change is necessary, then the appropriate steps should be taken to
change the database and column level collation.

Important: If migrating between collations and code pages, caution should be taken to ensure that there
is no data loss when migrating between different code pages. Be sure you understand the characteristics
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of your existing data and the differences between the code pages and datatypes before making any
changes.

The following options are available to help convert the INOW database from ANSI to Unicode.
e Perceptive Content Database Unicode and Collation Conversion script
e iConvert utility for Perceptive Content

For more information on converting an existing ANSI database to Unicode, contact Hyland Database
Services or reach out to your account manager.

Host Configuration Recommendations

The following sections contain information you should consider when preparing for a SQL Server
installation. These components are the backbone of your infrastructure and play a critical role in the
performance, availability, scalability, security, and longevity of your database system.

Spending time upfront for proper capacity planning will help ensure the host is provisioned with adequate
resources that can support the expected number of users and throughput to provide a highly performant
environment.

If you intend to create a highly available solution, then additional considerations should be giving to the
setup and configuration of clustering between multiple hosts. Both Windows and Linux provide options
that can be used to facilitate SQL Server Always On features such as Availability Groups (AG) and
Failover Cluster Instances (FCI). For more information or consult relevant vendor documentation for your
specific implementation, see the High Availability Options of this document.

If you are planning to deploy On-Prem physical servers for your database, then it is even more important
to provision a “right-sized” server that can meet your peak usage demands for the foreseeable future
without overspending on a server that is over overprovisioned with mostly idle resources. This is often a
tall task for even the most experienced administrators. For this reason, it is worth considering a cloud
deployment to be able to scale up and down as needed as well as replacing capital expenditures with
variable expenses. For more information on cloud deployments, see Appendix E — Cloud Deployments of
this document.

Database Server Hardware

The hardware is a common bottleneck in a database solution. Consequently, the hardware on which a
database exists is one of the most important factors to consider when optimizing database performance.
Decisions surrounding hardware performance, scalability, tuning, and file placement are extremely
important and should be researched prior to the installation of SQL Server and the creation of the
Perceptive Content (INOW) database.

Right sizing a database server is a complex process and wise judgement should be made between over-
allocating resources and underestimating the workload requirements. Plan for growth ahead of time
because it could be harder to change the infrastructure to improve performance later.

SQL Server is currently supported on Windows and Linux operating systems. To ensure adequate
support for your environments, use a platform that your technical staff can most effectively support as well
as factoring in operating costs and performance.

Dedicated Resources

Whenever possible, it is recommended that you place the Perceptive Content database on dedicated
hardware. This is beneficial as it allows you to configure the environment in a manner that is best suited
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for the Perceptive Content database without having to consider the requirements for any other
environments.

Virtualization

When using a virtual machine to host the database server, be sure to adhere to best practices provided
by the virtualization software vendor as well as the storage vendor to ensure optimal configuration of
shared resources. Any customer that uses a virtual environment should have an employee or resource
that understands virtual technologies and their impact on database performance.

When virtualizing SQL Server, there are best practices to consider for optimizing performance,
availability, and scalability. It is important to note that these best practices serve as general guidelines,
and the optimal configuration may vary depending on your specific environment, workload characteristics,
and virtualization platform.

Here are some virtualization best practices to consider for SQL Server:

CPU

Right-size the virtual machine (VM) resources: Ensure that the VM hosting SQL Server has sufficient
CPU, memory, and disk resources to handle the workload. Monitor and adjust the resource allocation
as needed to meet the SQL Server's demands.

Use a hypervisor-level cluster or high availability solution to provide failover protection for SQL Server
VMs. This ensures high availability and minimizes downtime in case of host failures.

Separate database files according to the Database File Layout recommendations. Place the different
file types on separate virtual disks or datastores. Configure multiple SCSI controllers and assign
different virtual disks to different controllers to increase the 1/0 capabilities of the virtual machine.

Pre-allocate virtual disk space: Use thick provisioning or eager zeroed thick provisioning for the virtual
disks that store SQL Server data and log files. Pre-allocating disk space helps to minimize /O latency
and avoids performance issues caused by dynamically expanding disks.

Enable guest-level storage alignment: Ensure that the partitions within the SQL Server VM are
properly aligned with the underlying storage. Misalignment can negatively impact performance, so
using the appropriate alignment settings is crucial.

Enable Virtual Machine Queue (VMQ): VMQ is a network optimization feature available in some
hypervisors that helps improve network performance. Enable VMQ on the network interface card
(NIC) used by the SQL Server VM.

Disable host-level power management features such as CPU throttling or dynamic frequency scaling
at the host level to ensure consistent performance for SQL Server VMs.

Regularly monitor and tune virtual machine performance: Use monitoring tools to track the
performance of the virtual machine hosting SQL Server. Monitor key performance indicators (KPIs)
such as CPU usage, memory utilization, and disk 1/O latency. Adjust VM resources and configuration
as necessary to optimize performance.

Keep the hypervisor and host up to date: Regularly apply patches, updates, and security fixes to the
hypervisor and host system hosting the SQL Server VMs. Keeping the infrastructure up to date helps
ensure stability, performance, and security.

It is important to ensure that your host has sufficient processing capacity by making sure you have
enough CPUs and that each CPU has the computing power to process the user demand and expected
workload; current Perceptive Content solutions exist on database servers with one or many CPUs.
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Listed below are purchasing considerations for processors:

Server-class CPUs are recommended for maximum performance.
A multi-core or multi-socket CPU architecture is recommended to maximize concurrent processing.

Consider clock cycles, bus speed, and cache size when purchasing CPUs. A faster clock speed and
faster bus speed typically result in faster performance. Larger cache sizes can also benefit
performance.

For more information on compute capacity limits by SQL Server edition, see the Compute capacity
limits by edition of SQL Server page at learn.microsoft.com.

Quick Tips

SQL Server has a per-core licensing model so make sure your licenses cover all the cores on your
host. Core licenses are sold in packs of two and a minimum of four core licenses is required for each
physical processor on the server. For more information, see the SQL Server Licenses section of this
document.

Be sure to periodically review the CPU utilization on your database server to ensure that it does not
reach levels that might start to negatively affect overall processing. If there are periods within a day
where CPU utilization starts reaching upper thresholds, then review the top consumers of CPU
utilization and determine if configuration changes are necessary or additional computing power
(CPU’s) should be added to the server.

Memory

Physical RAM allows the CPU to retrieve data from memory instead of accessing the 1/0 subsystem.
Accessing data in memory is significantly faster than accessing it from disk. Ensure your database server
and instance is configured with enough memory to sufficiently retain the necessary data pages in memory
as needed to efficiently process the data requested by the application during normal, day-to-day usage.

Quick Tip

Be sure to periodically review the memory usage on the database server and check the various
database system DMVs to ensure that your server has an adequate amount of memory and is not
suffering from memory pressure and excessive paging.

Windows Local Security Policies

For a Windows server, it is recommended that you add the following User Rights Assignments to the SQL
Server service account within the servers Local Security Policy.

Lock pages in memory

Perform volume maintenance tasks (for instant file initialization)

Linux Configuration Guidelines

For best practices and recommendations specific to running and maximizing SQL Server performance on
the Linux platform, see the Performance related best practices and configuration guidelines for SQL
Server on Linux at learn.microsoft.com.

Storage Configuration

The disk subsystem is one of the most critical aspects regarding overall database performance. A well-
architected disk storage design will ensure that the expected Input/Output Operations Per Second (IOPS)
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between the server and the storage can handle peak database activity to maximize throughput and
reduce latency.

When purchasing and configuring the storage for your database it is recommended that Database
Administrators and Storage Administrators work together to ensure that the underlying storage is
configured appropriately according to best practices.

You should base your choice of storage on several factors including performance, cost, supportability,
scalability, compatibility, and longevity. Ensure that your storage option can accommodate the needs for
long term growth and availability while maintaining high performance for both read and write operations.

For SAN-based storage, see the most recent recommendations provided by your storage vendors for
SQL Server database workloads and file types. Those recommendations should supersede any other
recommendations.

For Cloud-based storage, see the cloud providers best practices and recommendations for SQL Server
database workloads and file types. Those recommendations should supersede any other
recommendations.

Consider the following when purchasing and configuring your database storage.

Note that some of these recommendations are tailored for direct attach storage and may not apply to
SAN and Cloud based storage.

¢ Microsoft recommends formatting the disks that are used for SQL Server with a 64 KB allocation unit
size. This applies to the disks that will host the database files (.mdf and .ndf) as well as the log files
(.Idf). This also includes the tempdb database files. This is does not apply to the disks that host the
SQL Server binaries.

¢ High performance disks are recommended for the database data files and transaction logs and
consideration should be given to the type of disk activity for each type of database file.

¢ Use high performance SSD drives for database files as they can significantly improve database
performance compared to using HDD drives and standard SSD drives.

o To prevent disk contention between the database and other applications, database LUNs should
reside on dedicated disks.

o Ensure that separate disk drives that are presented to the server and used to isolate the different
types of database files are not constrained by other components such as sharing a single SCSI
controller or using the same underlying disks.

o Use multiple disk controllers and spread out the disks between each controller to ensure that disk 1/O
queueing is spread out evenly.

e Smaller capacity drives dedicated to the database LUNs will offer higher performance than larger
drives shared between applications. This is especially true for the transaction log, which generally
does not utilize much disk space but is crucial to performance due to the frequency and type of
access.

e Fiber-channel, SCSI, SATA, and flash-based disk drives are all acceptable, and faster RPM disks or
flash-based drives are encouraged.

e When possible, implement a multipath configuration between the server and your storage. This can
help provide failover paths between the server and storage as well as enable data traffic optimization
to reduce /O latency and increase data throughput.

e Use caching controllers with a battery backup. For enterprise systems, two or more controllers are
recommended.



e Consider enabling Write Back caching for Write activity for all database-dedicated arrays. Reference
your storage vendors best practices to ensure proper configuration. Always use battery backed
caches when enabling Write Back caching.

¢ When creating disk partitions for your database storage, ensure that the starting offset is an exact
multiple of the stripe unit size.

e Use appropriate hardware RAID configurations with mirroring and striping across multiple disks to
ensure appropriate IOPS, throughput, and redundancy based on the types of files that will be placed
on the disks.

e Use RAID 1+0 or 10 (Mirroring plus Striping) for arrays that will store database files.
e Use RAID 1 (Mirrored Pair) for tempdb database files.
e Use RAID 1 or 10 for transaction logs.

e Use RAID 0 for local copies of database backups but use RAID 5 arrays or cloud storage for
secondary, remote copies of the same backups.

e A higher quantity of smaller, faster physical devices within an array will boost read/write access
times over a configuration that uses fewer disks with higher storage capacity.

o Ensure that all the disks in a RAID array are of the same type, size, and speed.

¢ Have extra disks on-hand, ideally hot spares, to ensure any disk failures can be addressed
quickly as needed to rebuild the RAID array.

The best solution and configuration for your specific database will depend on various factors, including
the workload profile, desired performance, capacity requirements, budget, and other considerations.
Consulting with a storage specialist or considering the specific recommendations from your database
vendor can help you make an informed decision tailored to your needs.

Disk Access Patterns

Database disk access tends to be either random or sequential depending on the type of file being
accessed. Random I/O occurs when data is accessed from different parts of the disk. Sequential I/0
occurs when the disk accesses adjacent data on a disk drive.

Within a Perceptive Content database implementation, there are four main categories of files to consider:
e Data files

e Transaction logs

e Tempdb files

e Backups

The data files are typically accessed randomly as data is either written or read from the files where the
tables and indexes are stored. The data files that store Perceptive Content database tables and indexes
are typically accessed randomly and have varying percentages of reads and writes based on the
Perceptive Content solution, the features being used, and the database filegroup layout that is deployed.

The transaction log is written to sequentially, and the speed of writes to these files can be a limiting factor
of database performance. It is recommended that the transaction log be placed on dedicated disks, or
disks that can support writes in less than 10ms, and to eliminate 1/O contention with other files.

The tempdb files and the data is accessed randomly. The tempdb database is a shared resource across
an instance. The larger the implementation and number of databases, the more this resource is utilized.
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Backup files are written to the backup destination in a sequential manner. Depending on the type of
backup being taken, data files are read sequentially for full backups but are also read randomly for
differential and transaction log backups.

Database Layout

Separate Database Files

For customers with many users who require high levels of IOPS and throughput, it is important that the
different database files are placed on dedicated drives. Placing the different types of database files
across different sets of disks can help improve performance while also minimizing potential data loss due
to disk failure.

It is important to place the transaction log on its own set of disks. Additionally, it is recommended that the
tempdb database files exists on its own set of disks. Every user query accesses both database files and
the tempdb files. This can cause contention when the two exist on the same disk drive, or when tempdb
exists on the same drive as the transaction log. This separation allows for maximum drive performance
because the file is sequentially accessed, and every activity against the database records an entry to the
transaction log. Furthermore, placing multiple transaction log files, from different databases, on the same
disk together results in random 1/O access patterns that can negatively impact sequential 1/0 throughput.
While this is less of a concern with SSD type disks, this can become a problem with HDD type disks.

Database backup files should be placed on separate storage to ensure that both database files and
backups are not lost in the event of disk failure or situations where the database files are no longer
available.

Database File Layout

A system designed for optimal performance should have the filegroups spread across multiple sets of
disks. The distribution of data across multiple channels is designed to balance disk I/O and maximize
overall throughput when reading from and writing to the Perceptive Content database files. Additionally, it
provides protection against single points of failure in the event of disk failure.

The following layouts are recommended and are based on the sets of disks that are available for the
database installation and will vary based on the throughput requirements for the implementation.

Note: The following recommendations assume that each disk group or set of disks contain multiple disks
and controllers as needed to build an appropriate RAID array of disks that satisfies the requirements for
performance, capacity, and redundancy as outlined above.

3 Sets of Disks

Disk Contents

1 0S, SQL Server Binaries, Database Files, tempdb
2 Transaction Log

3 Database Backups

4 Sets of Disks

Disk Contents
1 0S, SQL Server Binaries, tempdb
2 Transaction Log

3 Database Files
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Database Backups

5 Sets of Disks

Disk Contents

1 0S, SQL Server Binaries
2 tempdb

3 Transaction Log

4 Database Files

5 Database Backups

6 Sets of Disks

Disk Contents

0S, SQL Server Binaries

tempdb

Transaction Log

Database Files (Primary) — Data/Tables

Database Files (Secondary) - Indexes

O AP WIN|(=

Database Backups

Note: See the Advanced Filegroup Layout section of this document for more recommendations when

splitting up the tables and indexes across many filegroups using the advanced filegroup database
creation scripts.

Anti-Virus Exclusions

Virus protection software is critical to addressing the many security risks of servers and all servers should
have antivirus software and virus definitions updated regularly. However, exclusions should be made to
prevent the virus protection software from conflicting with database operations.

The anti-virus, installed and configured on the database server, should be configured to exclude on-
access scanning of the various database files. If exclusions are not added for these files, then constant
scanning of the database files will create significant overhead and contention which will degrade
database and application performance.

Exclusions should include specific SQL Server executables which can be found by copying the path to
the executable provided in the tab of the service properties. Additionally, exclusions should be added so
that specific database files, which are updated often by the server, are not continuously scanned. This
includes database files (.mdf, .ndf, .Idf) and backup files (.bak, .trn) as well as certain log files and trace
(.trc) files. Alternatively, you could simply exclude the directories the files are located in.

For more information, see the Configure antivirus software to work with SQL Server documentation at
learn.microsoft.com or consult with your corporate IS/IT and security teams.

Network Configuration

Configure a private, isolated, and secure subnet for your database server. Limit access to the database
server to only include traffic from specific servers by using network access control lists and security
groups for added security.
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It is recommended to configure multiple NICs, switches and network paths to achieve redundant
connections between Perceptive Content database and application servers to help eliminate single points
of failure.

For databases with sensitive or classified data, it is highly recommended to configure communication
between the application server(s) and the database using encrypted communication using the latest
version of TLS along with strong encryption cipher suites.

The default port number for SQL Server is TCP 1433 but you are not required to use that port. In some
cases, it may be desirable to use a non-default port to help obscure the database instance. To ensure
database traffic can pass through the firewall, you will want to open the appropriate port that you have
configured for your instance. It is advised that only trusted domains and servers be allowed to connect to
the database server to prevent connections from unknown servers.

Security

Securing a SQL Server instance requires a holistic approach, combining physical, network, and software-
level security measures. While it is important to note that no security measure is foolproof, implementing
multiple layers of protection can significantly reduce the risk of unauthorized access. It's essential to
regularly reassess and update security practices as new threats emerge. Additionally, consulting with a
database security professional can provide specialized guidance for your specific environment.

Consider the following best practices to help enhance security:

e Secure Network Configuration: Restrict network access to the SQL Server instance by configuring
firewalls and network security groups. Allow access only from trusted IP addresses or network
ranges.

e Change Default Ports: SQL Server instances usually run on well-known ports such as 1433.
Changing the default port to a non-standard one can make it harder for attackers to find and target
your instance. However, this alone is not sufficient, and it should be combined with other security
measures.

e Use Strong Credentials: Ensure that strong and complex passwords are used for SQL Server logins.
Avoid using default or easily guessable passwords. Consider implementing multi-factor authentication
(MFA) for additional protection wherever possible.

e Encrypt Data in Transit: Configure SQL Server to use TLS encryption to secure the communication
channel between the client application and the database server. This prevents eavesdropping and
data interception.

¢ Implement Transparent Data Encryption (TDE): Transparent Data Encryption is a SQL Server feature
that is used to encrypt data at rest in the database files. By enabling TDE, even if the database files
are accessed directly, the data remains encrypted, protecting it from unauthorized access. Be sure to
backup your security keys and to store them separately from the database backups.

o Database-level Security: Implement strong database-level security measures such as granting the
least privilege principle. Ensure that database users have only the necessary permissions required for
their specific tasks.

o Regularly Apply Security Updates: Keep your SQL Server instance up to date with the latest security
patches and updates. Vulnerabilities are regularly discovered, and applying patches promptly helps
protect against known exploits.

e Audit and Monitor: Enable auditing and monitoring features in SQL Server to track and review any
suspicious activity. Regularly review audit logs and monitor for unusual database access patterns.
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e Secure Backup Files: Ensure that backup files are properly protected and stored in secure locations.
Encrypt backups and restrict access to authorized personnel only.

o Disable xp_cmdshell: Keep xp_cmdshell disabled to prevent malicious users from accessing the
database environment. It is disabled by default.

For more security considerations, see the Security Considerations for a SQL Server Installation document
at learn.microsoft.com

Environmental and Procedural Documentation

It can be helpful to thoroughly document the design and specifics of your environment. Having detailed
diagrams of the infrastructure will help with disaster recovery preparedness and having a quick reference
when troubleshooting issues, planning upgrades, etc. In addition to documenting the infrastructure
topology, be sure to document details around the key decisions that influenced the current design and
configuration, including capacity planning, and performance tuning results.

Document any processes that are implemented so that there is awareness regarding their purpose,
schedules, durations, and ownership. Also include any dependencies that might exist such as domain
accounts, specific configuration requirements, order of operations, etc.

Keeping a record of changes (change control) that are made to an environment can help identify root
causes with respect to system behavior and performance. Document changes to the infrastructure, such
as upgrades, patches, parameter changes, and the addition or removal or replacement of critical
components.

Microsoft SQL Server

Perceptive Content supports the Standard and Enterprise editions of Microsoft SQL Server on Windows
and Linux. Database performance can be adversely affected by improper configuration of the database
software. When the database server is installed, an experienced Database Administrator should be
involved to ensure it is properly configured.

The following sections provide information that should be considered during the planning and installation
of the SQL Server instance.

SQL Server Licenses

SQL Server software licenses are sold through various channels including online retailers offering full
packaged product (FPP) licenses of SQL Server software, Original Equipment Manufacturers (OEMs)
offering pre-installed licenses with their hardware systems, as well as Licensing Solutions Partners
(LSPs) and Enterprise Software Advisors (ESAs) offering SQL Server software through Microsoft Volume
Licensing programs for end-customer organizations.

SQL Server Enterprise Edition is licensed on a per core basis and comes in 2 Core Packs. Standard
Edition can also be licensed on a per core basis (2 Core Packs) or using the “Server+CAL” licensing
option in which a license is purchased for the host server and any additional devices or users connecting
to the database also require their own, separate client access license (CAL). SQL Server is licensed the
same for Windows and Linux.

For cloud deployments, there are License-included or BYOL (Bring Your Own License) models available.
Be aware of the licensing model you are using when deploying an instance in the cloud.

For additional details on licensing, including license considerations for high availability and DR servers,
see Microsoft documentation.
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SQL Server Edition

Be sure to review the limitations and features available with each edition before making a choice.
Conducting proper capacity planning and outlining specific requirements for your environment will help
you determine which edition of SQL Server you should use.

Standard Edition is appropriate for smaller implementations that do not require continuous 24x7
availability. In addition to having limits on computing capacity and memory allocation, it also does not
include certain high availability features such as Always On availability groups and online index
maintenance.

Enterprise Edition is highly recommended if one or more of the following criteria applies to your
implementation:

e Your organization requires 24/7 server availability, which necessitates online maintenance tasks such
as online index creation and rebuilds.

¢ Your organization requires high availability options such as Always On Availability Groups.

e The resource limitations of Standard Edition do not meet the anticipated requirements based on
capacity planning.

Review Microsoft documentation for a complete list of features available with each edition of SQL Server
to determine which features are important for each specific implementation to ensure adequate
performance, scalability, and business continuity.

SQL Server Version

It is recommended that you install the highest possible version of SQL Server that is currently supported
for the version of Perceptive Content that is being deployed. See the technical specifications for the
appropriate version of Perceptive Content for a list of supported versions of SQL Server. Starting with the
highest supported version helps ensure you are benefiting from the latest in performance and security
related features and updates.

You should not use builds that precede an RTM (Released To Manufacturing) build for production
environments. For new installations and upgrades, target the latest Cumulative Update (CU) build
versions to ensure you are getting the latest improvements and fixes that are available to enhance
security and performance.

Compatibility Level

For cases where product documentation does not specifically mention support for a newer version of SQL
Server, it is acceptable to proceed with the installation and simply set the database compatibility level to
the maximum supported version. For example, if SQL Server 2022 (compatibility level 160) is not listed as
a supported version then you may choose to install SQL Server 2022 while setting the compatibility level
parameter to SQL Server 2019 (150) for the Perceptive Content database.

Note that certain scripts or stored procedures, such as the IN_DB_UTIL package, may not function as
expected due to potential differences between the different versions for some system (sys) tables and
views. Be sure to validate compatibility before proceeding.

SQL Server Patching

Once a SQL Server instance is deployed, it is recommended that you regularly check for new updates
and follow Microsoft guidelines for testing and deploying Cumulative Update (CU) builds. This is an
important part of server maintenance as it helps ensure you are getting the latest updates which includes
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bug fixes that can affect many areas including performance, security, and availability. For full details, see
the Latest updates and version history for SQL server page at learn.microsoft.com.

Be sure to thoroughly validate any new patches in non-production environments before promoting them to
production to help minimize issues associated with system stability and performance.

Patches and Updates

It is recommended that you regularly review available patches and have a process in place for evaluating
and scheduling the installation of patches when they become available. We recommend you patch your
SQL Server environments regularly to ensure any security vulnerabilities are minimized and to ensure
that bug fixes and performance enhancements are applied when available. This recommendation extends
to the operating system, anti-virus software and definitions, network and storage appliances and the
Perceptive Content application server.

Upgrades

When planning for an upgrade of any of the components, it's important to ensure that the new versions
are supported and that they do not introduce any incompatibilities or instability anywhere within the
environment. When upgrading or applying a patch or update, it is recommended to always test in a non-
production environment before doing so in production. Having well defined and documented processes
for upgrading and evaluating an environment is critical towards maintaining stability and business
continuity. Ideally, your process should include change control, user-acceptance testing, and back-out
steps wherever possible.

SQL Server Configuration Recommendations

The following recommendations are for the SQL Server instance and the Perceptive Content (INOW)
database. For more information regarding any of the settings or functionality described below, see the
SQL Server technical documentation page at learn.microsoft.com.

When changing specific parameters, ensure that the change has the desired scope. Most parameters are
configured at either the instance or database level. However, some parameters, which are often
configured at the instance level, can also be scoped at the database level. For more information, see
ALTER DATABASE SCOPED CONFIGURATION (Transact-SQL) page at learn.microsoft.com.

Quick Tips

e When using SQL Server Management Studio (SSMS), the instance level settings are visible and can
be changed by going to Server Properties by right clicking on the Server\Instance and then choosing
Properties from the menu. The various settings are located across the different sub-pages in the
Server Properties window.

o The database scoped settings are visible and can be changed by going to Database Properties by
right clicking on the database then choosing Properties from the menu. The various settings are
located across the different sub-pages in the Database Properties window.

Dedicated Database Environment

It is recommended that the Perceptive Content database exist as the lone database within a SQL Server
instance to ensure that it has a consistent pool of memory and CPU resources. This also allows instance-
specific settings to be configured for Perceptive Content without impacting or having to consider other
user databases.
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Tempdb Database

Every SQL Server instance will have a system database called tempdb. This system database is a global
resource that is used and shared by all the databases and users connected to the server. It is used for
many different operations including storing temporary objects such as temporary tables and variables and
cursors and is also used to store intermediate results for spools, hash joins and aggregations and sorting
results sets.

The Perceptive Content database uses the Snapshot Read Committed Isolation level (RCSI), so the
tempdb database is also used for the row version store to hold a snapshot of relevant, committed data as
it exists at the start of a transaction.

The tempdb database contains temporary objects and data which does not persist when the server is
restarted. Upon a server/service restart the tempdb database files are recreated based on the database
file properties that were in place prior to the server being shut down.

It is recommended that you read the Microsoft SQL Server documentation for the tempdb database but
consider the following common recommendations to get you started.

o Place the tempdb database files on a fast I/O subsystem such as a local high speed SSD drive. The
data placed within the tempdb database is ephemeral, so it is not necessary to use higher RAID
levels (like RAID 5) for the purpose of reliability. Typically, RAID 1 is best for tempdb database files.

e Create multiple datafiles for the tempdb database. A common rule of thumb is to create one tempdb
file for each logical core up to 8 files. Usually, 8 files are more than enough however, if contention is
observed within tempdb you can evaluate the effects of adding more tempdb files so long as it does
not exceed the number of processors. Also note that having too many tempdb files can also cause
performance issues so don’t add more than is necessary.

e Place all the tempdb database files together on its own physical disks that is separated from all other
database files.

o Set the initial size for the tempdb database files to the value that it normally grows to over a period
that encompasses all normal operations including regularly scheduled maintenance operations. This
will prevent the files from having to autogrow and reallocate many, smaller extents whenever the
instance is restarted.

o All the files should have the same initial and autogrowth sizes to ensure uniform file sizes and ensure
that each file is used in a round robin fashion. If the files are of uneven sizes, then SQL Server will
tend to use the larger file for most operations, diminishing the benefit of spreading its I/O across
multiple files.

o Ensure that files are set to auto grow using a specific size, rather than a percentage, and that each
file has the same autogrowth settings for uniformity. A good starting size for autogrowth is between
100 MB and 1,000 MB for each file. If the initial size of the files is appropriately set, then it should not
need to extend very frequently, if at all, which will reduce the occurrence of waits associated with file
growth.

o |f you suspect performance issues related to the tempdb database, then monitor the tempdb
database for contention. If you see PAGELATCH_XX waits, which indicates in-memory page
contention, then consider adding additional tempdb data files. For PAGEIOLATCH_XX waits, which
indicates contention at the I/O subsystem level, then ensure your tempdb database files have its own
storage, and if it already does, then consider spreading out the tempdb files across separate,
dedicated storage to further spread out the I/0O.

For more information, see the following pages at support.microsoft.com and learn.microsoft.com:

o KB328551 - Concurrency enhancements for the tempdb database
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e tempdb database

Collations

The choice of collation is an important decision which will come up during the installation of the SQL
Server instance as well as the creation of the Perceptive Content database.

It's good practice to standardize the collation that's used on database systems across your organization.
Using a standard collation is beneficial because it will help to prevent errors associated with collation
mismatches for situations where data is integrated with the data from the Perceptive Content database,
such as Business Insight for example. Collation mismatches can require implicit or explicit conversions
between collations which can affect the performance of database queries and require specifying
collations at the expression level in certain cases as dictated by collation precedence. For more
information, see the Collation Precedence page at learn.microsoft.com.

There are many variations and versions of collations that you can choose from when installing SQL
Server and when creating a database. It's important to understand the differences and choose a collation
that best represents the characteristics of the data you will be storing within the database.

When choosing the collation for the server, be mindful of the collation you intend to use for the database.
The collation you choose for the server will also be the collation of the tempdb database. It is
recommended that the server collation matches the Perceptive Content database collation as
incompatibilities between collations, in some cases, can cause unexpected errors and require the use of
expression-level collations or configuration changes with respect to database collations.

The choice of collation is more important for non-Unicode implementations. For non-Unicode
implementations the varchar datatype is used and so the collation will affect what data can be stored in
those columns since each collation points to a particular code page. In contrast, for Unicode
implementations where the nvarchar datatype is used, the choice of collation does not affect what data
can be stored since the Unicode datatypes support all languages and characters. However, the collation
does still impact how characters are sorted and compared based on the rules associated with the code
page.

SQL Server offers three different collation sets: Windows, Binary, SQL Server. SQL Server collations use
different comparison rules for non-Unicode and Unicode data, and you may see different results for
comparisons of the same data, depending on the underlying data type.

SQL Server collations are the default collations and start with SQL_ but are limited in their support and
are made available for backwards compatibility.

Windows collations define rules for storing character data that's based on an associated Windows system
locale. For a Windows collation, you can implement a comparison of non-Unicode data by using the same
algorithm as that for Unicode data. The base Windows collation rules specify which alphabet or language
is used when dictionary sorting is applied. The rules also specify the code page that's used to store non-
Unicode character data. Both Unicode and non-Unicode sorting are compatible with string comparisons in
a particular version of Windows. This provides consistency across data types within SQL Server.

The default collation for a SQL Server installation depends on the Windows System Locale for the server
on which SQL Server is installed. For most customers, the Windows System Locale is English (United
States), for which the default SQL Server collation is SQL_Latin1_General_CP1_CI_AS. While you are
free to use this collation, it is recommended that you change the collation to its closest Windows collation
counterpart, Latin1_General_100_CI_AS.

If you expect using supplemental characters, which are characters that fall beyond the basic multilingual
plane (BMP), then you will want to use a supplementary character-aware (SCA) collation that fully
supports surrogate pairs and extends the functionality across the various features of SQL Server such as
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string functions and operators. Windows collations with the _SC designator or version 140 collations use
the UTF-16 encoding and include full support for supplementary characters and surrogate pairs.

Caution: The use of supplementary collations is not currently supported for Perceptive Content, although
support is expected to be added with Perceptive Content 23.2 (7.11). This includes any collations that
have the SC option or version 140 collations.

Caution: Do not use Binary collation sets (*_BIN*) because they do not support Cl (case insensitive
searching) and could lead to undesirable results within Perceptive Content. Perceptive Content is
designed to work with case-insensitive collations.

Caution: It is recommended to stay away from UTF8 collations, which are available as of SQL Server
2019, since the underlying encoding may not align with the application server and could result in
unnecessary, and excessing transcoding when data is passed back and forth between the application
and the database.

Caution: The Database collation should not be modified after tables have been created. Changing the
default collation of the database could potentially cause errors and unexpected behavior in the Perceptive
Content application.

Recovery Models

A SQL Server database can be configured to use one of three recovery models: Simple, Full, or Bulk-
Logged. It is up to each customer to examine the benefits and drawbacks of each model and determine
which is most appropriate for their needs. For most production environments, the Full recovery model is
highly recommended.

Recovery Model Description

Simple The Simple recovery model requires the least administration by a
Database Administrator. With this model, a database can be recovered only
to the point of the last full or differential backup. It is not necessary to
perform backups of the transaction log, as data is truncated from the log
after it is written to disk. While this model provides easy administration, it
comes at the expense of more data loss if the database files are damaged.

Note: If your implementation requires little or no data loss, this is not the
appropriate option.

Full The Full recovery model provides much more data protection, but also
requires more administration and more disk/tape space. When a database
is operating in full recovery model, all committed transactions exist in the
database transaction log until the log is backed up. In the event of a
database failure, the last full backup of the database is restored, followed
by every subsequent backup of the transaction log to the most recent
point in time. The transaction log can be backed up as frequently as
needed (for example, every four hours, every hour, every fifteen minutes,
etc.).

Note: If the transaction log is not backed up on a regular basis, will
continue to grow and consume all available disk space. When there is no
more disk space available, the database will become unavailable.




Bulk-Logged The Bulk-Logged recovery model is similar to the Full recovery mode in
that the transaction log is not truncated until it is backed up, but bulk
operations (for example, SELECT INTO, BULK INSERT) are not logged.

Note: This option is not recommended for day-to-day operations of a
Perceptive Content database.

Memory

It is recommended that you use the two server memory options, Minimum server memory (MB) and
Maximum server memory (MB), to configure the amount of memory (in megabytes) available in the
buffer pool for use by the SQL Server instance.

By default, SQL Server can change its memory requirements dynamically, based on available system
resources. When SQL Server uses memory dynamically, it queries the system periodically to determine
the amount of free physical memory available. SQL Server increases or shrinks the buffer cache to keep
free physical memory between 4 MB and 10 MB, depending on server activity. This prevents Windows
from paging data to disk. If there is less memory free, SQL Server releases memory to Windows that
usually goes on the free list. If there is more memory free, SQL Server recommits memory to the buffer
cache. SQL Server adds memory to the buffer cache only when its workload requires more memory; a
server at rest does not increase its buffer cache.

The default setting for Minimum server memory (MB) is 0, and the default setting for Maximum server
memory (MB) is 2147483647.

Within SQL Server, reduce the number of megabytes for maximum memory to a value below the
maximum memory that exists on the server. A good rule of thumb for calculations is to leave 1-2 GB for
the OS, an additional 1 GB for each 4 GB of RAM installed from 4 GB to 16 GB, and an additional 1 GB
for each 8 GB of RAM installed above 16 GB.

Example values are shown in the table below.

Server Memory (GB) Memory to Reserve (GB) Memory to Allocate to SQL Server (GB)
4 2 2

8 3 5

12 4 8

16 5 11

24 6 18

32 7 25

48 9 39

64 11 53

Outside of the recommendations above, you can also consider setting the Minimum server memory

(MB) to 0 or a value that is less than the Maximum server memory (MB) and set the Maximum server
memory (MB) to a value that leaves 4GB or 10% (whichever is greater) of the total server memory for the
operating system.
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Be sure to periodically review the memory usage on the database server and check the various database
system DMVs to ensure that your server has an adequate amount of memory and is not suffering from
memory pressure and excessive paging.

Optimize for Ad Hoc Workload

The Optimize for Ad hoc Workload option is set at a SQL Server instance level, and it is available in
SQL Server 2008 and higher. Enabling this setting improves the efficiency of the plan cache by only
placing a plan stub in the plan cache the first time a batch is compiled, instead of placing the fully
compiled plan. This prevents the plan cache from being filled with fully compiled plans that are only used
a single time. If a query is then compiled a second time, the full plan will then be loaded into the plan
cache.

The Perceptive Content application generates a limited number of ad hoc queries. Most queries are
executed many times. Utilizing the Optimize for Ad hoc Workloads setting may provide marginal
benefits for the Perceptive Content installation, though the effect may not be measurable in a system with
substantial memory.

To enable the Optimize for Ad hoc Workloads option, navigate to the advanced properties of the server
instance and set the Optimize for Ad hoc Workloads option to True.

Target Recovery Time

The TARGET_RECOVERY_TIME database parameter controls how often database checkpoints take
place. A checkpoint writes the current in-memory modified pages (known as dirty pages) and transaction
log information from memory to disk and records the information in the transaction log.

There are two methods available for influencing the behavior of checkpoints, automatic and indirect.

Automatic checkpoints, which was the default behavior for databases created prior to SQL Server 2016
and Indirect checkpoints, which was introduced in SQL Server 2012 and later became the default
behavior in SQL Server 2016.

Databases that were upgraded in-place, or restored from a previous version of SQL Server, will continue
to use the previous automatic checkpoint behavior unless explicitly altered to use indirect checkpoint.

Indirect checkpoints reduce checkpoint related I/O spiking by continually writing dirty pages to disk in the
background. However, for databases with very high OLTP workloads, indirect checkpoints can result in
performance degradation if the disk subsystem is operating above or nearing the 1/O threshold.

We recommend using the current default value of 60 seconds for the TARGET_RECOVERY_TIME
parameter. Changes to this parameter take effect immediately and does not require a restart.

e ALTER DATABASE INOW SET TARGET_RECOVERY_TIME = 60 SECONDS;
For more information, see the following Microsoft pages:

o Database checkpoints (SQL Server)

e Changes in SQL Server 2016 Checkpoint Behavior

Max Degree of Parallelism

Most database queries that are executed by the Perceptive Content server will complete very quickly and
do not need or benefit from parallel execution. However, there could be specific views or database
queries outside of Perceptive Content, such ad-hoc queries or Business Insight related reports that may
benefit from parallel execution. While this may be beneficial for those specific queries, they can also
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result in using multiple processors for an extended period which can negatively affect other application
process and result in overall performance degradation.

If you prohibit multiple processors from being dedicated to a single query, such as queries that are errant

(either because of poor query plans or because of poorly written queries) then the impact to other users is
less significant. However, if a single query is permitted to execute across many processors, access to the
system can be severely limited for the remaining users.

The default value for max degree of parallelism is 0, which allows the database engine to use up to 64
processors for a single task. This can affect the parallel execution of queries, and index creation or
rebuilds, and statistic collection, among other things.

It is advised that the Max Degree of Parallelism (MAXDOP) option be disabled by setting the parameter to
a value of 1 (one).

Alternatively, depending on the number of processors the server has and the overall CPU utilization
during peak usage, consider setting MAXDOP to a relatively low value, such as 2 or 4. When using any
value other than 1, it is also advised to increase the Cost Threshold for Parallelism parameter to a value
equal to or greater than 50 to increase the threshold for when a task will qualify for parallel execution.

Cardinality Estimation

The Cardinality Estimator is a core function of the SQL Server query optimizer which evaluates the
uniqueness and skew of row data to produce efficient execution plans. A redesigned Cardinality Estimator
was introduced with SQL Server 2014.

In some cases, the re-designed Cardinality Estimator has been found to be the source of database
performance issues and reverting to the previous (legacy) Cardinality Estimator improved performance.
Issues where the re-designed Cardinality Estimator are a contributing factor can include queries whose
execution plans have excessively long compilation times, inefficient access methods, and inaccurate row
count estimates.

The re-designed Cardinality Estimator is enabled when the database compatibility level is set to SQL
Server 2014 (120) or higher. If Perceptive Content performance degradation is noticed after upgrading to
SQL Server 2014 or higher, consider evaluating the effects of reverting to the Legacy Cardinality
Estimator. However, prior to reverting to the Legacy Cardinality Estimator, you should first ensure that all
database statistics have been updated using a 100% sample size (FULLSCAN) to ensure that issues are
not due to having suboptimal statistics.

To revert to the Legacy Cardinality Estimator in SQL Server 2016 and higher, navigate to the Options
page of the Database Properties and set the Legacy Cardinality Estimation option to ON. This change
is dynamic and does not require a restart.

In general, it is recommended that you use the latest versions of the Cardinality Estimator and only revert
to the Legacy if deemed necessary. Ensure that the Legacy Cardinality Estimation option is set to OFF
and the Compatibility Level parameter is equal to your current version of SQL Server.

For more information on the SQL Server Cardinality Estimation, see the Cardinality Estimation (SQL
Server) page at learn.microsoft.com.

Trace Flags

Trace flags are used to set specific server characteristics or to alter a particular behavior. They are
frequently used to diagnose performance issues or suppress messages, but they may also be
recommended by Microsoft Support to address behavior that is negatively impacting a specific workload.

Trace flags can be set at the query, session, and global level to control the scope of the trace flag.

30


https://learn.microsoft.com/en-us/sql/relational-databases/performance/cardinality-estimation-sql-server?view=sql-server-ver16
https://learn.microsoft.com/en-us/sql/relational-databases/performance/cardinality-estimation-sql-server?view=sql-server-ver16
https://learn.microsoft.com/

Microsoft SQL Server Best Practices

The following command can be used to display any trace flags that are currently set globally.
DBCC TRACESTATUS (-1)

For more information on trace flags, see the DBCC TRACEON - Trace Flags (Transact-SQL) page at
learn.microsoft.com.

SQL Server Software Installation

The following section highlights some of the options you will encounter when installing SQL Server. You
can use the following for basic guidance towards the common configuration options you will encounter
during the installation of SQL Server. See the previous sections of this document as needed for more
information. Note that the configuration options as well as the order and way they are presented during an
installation can vary between the different versions of SQL Server.

Feature Selection

Perceptive Content does not use any of the SQL Server instance level features other than the core
Database Engine and the SQL Client Connectivity SDK Shared Features. Unless you have specific needs
for any of the other features, outside of Perceptive Content, then it is advised to skip the installation of
any additional, unneeded features and components to simplify the installation and future upgrades of the
SQL Server software.

Instance Configuration

You may use the Default instance name (MSSQLSERVER) or choose to use a named instance of your
choosing. In most cases, a named instance is preferable as it allows for a more meaningful name to be
used for the instance.

Note that a server can only have one instance using the default instance name (MSSQLSERVER).

Server Configuration

Service Accounts

Consider the following when selecting the account to use for the SQL Server services during installation:

To facilitate a higher degree of control over privileges and network resources needed by the database
services, it is recommended to configure the SQL Server services to use a domain level service account
that is dedicated to the SQL Server services.

e The SQL Server services should be configured with a Startup Type of Automatic.
Note: After the installation, configure the services to automatically restart if the service fails.

e Check the box to Grant Perform Volume Maintenance Tasks privilege to SQL Server Database
Engine Service.

Also consider the following:
o Ensure that the lowest level of privileges possible are granted to the service accounts.

e For a Windows server, it is recommended to add the following User Rights Assignments to the SQL
Server Database Engine service account within the server Local Security Policy.

e Lock pages in memory
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e Perform volume maintenance tasks (for instant file initialization)

For more information, see the Manage the Database Engine Services page at learn.microsoft.com.

Collation

During the installation of SQL Server, you are given the option to select the collation for the database
engine. This is the collation that will be used for the system databases, including the tempdb database, as
well as the default collation for any new databases created within the instance.

The default collation for a SQL Server installation depends on the Windows System Locale for the server
on which SQL Server is installed. For most customers, the Windows System Locale is English (United
States), for which the default SQL Server collation is SQL_Latin1_General_CP1_CI_AS.

Instead of using the default SQL collation mentioned above, you may choose to customize the collation
for the server by choosing the Customize option and selecting the Windows collation designator and
sort order option along with the following options.

Collation Designator: Latin1_General_100

Accent_Sensitive (AS)

For Char/Varchar Storage Options select Windows Code Page (1252).
Note that the resulting collation should be Latin1_General_100_CI_AS
Quick Tips

o ldeally, the server collation should match the Perceptive Content database collation and should be
consistent with any other internal environments. This will help provide consistent behavior regarding
sorting, and the comparison and evaluation of character data. Additionally, using the same collation
will prevent any potential issues due to collation mismatches and prevent the need to specify
collations at the expression level.

e The server level collation cannot be changed after the installation so ensure that you are choosing the
best collation for your implementation.

¢ Do not select the case-sensitive (CS) option. Perceptive Content requires the use of a case
insensitive (Cl) collation.

e For more information, see the SQL Server Configuration Recommendations > Collations section and
the Database Options > Database Collation section of this document.

Database Engine Configuration

Authentication

For the Authentication Mode, it is required that you select the Mixed Mode (SQL Server authentication
and Windows authentication) option.

For the administrator (sa) account, choose a complex password that adheres to password best practices.

Add any specific users or groups that you want to grant sysadmin privileges to. This will provide
unrestricted access to the Database Engine for any users or groups that are added. The list of users or
groups should be kept to a minimum for security reasons and should only include database
administrators that require unrestricted access to the server.

32


https://learn.microsoft.com/en-us/sql/database-engine/configure-windows/manage-the-database-engine-services
https://learn.microsoft.com/

Microsoft SQL Server Best Practices

Data Directories

For the User database and log directories, specify the location that you have designated for the data
(.mdf and .ndf) and transaction log (.Idf) files.

For the backup directory, specify the location that you have designated for the backup files. This includes
database backups and transaction log backups.

Backups should not be placed on the same underlying disks as the database and transaction log files.

For more information, review the recommendations outlined in the Database File Layout section of this
document.

TempDB

For more information on best practices for the TempDB Database, see the following sections of this
document:

e SQL Server Configuration Recommendations — TempDB Database
o Database File Layout

If this installation is replacing an existing deployment, then it is advised to review the current instance to
determine the current size of the TempDB database files. Use the current values to determine an optimal
initial size to minimize autogrowth events. If this is for a new deployment, then consider the anticipated
volume and growth to determine a reasonable value for the initial size.

Recommendations:

In most cases, the default number of TempDB files (8) is more than sufficient.

For new deployments, we recommend a minimum initial size of 2,000 MB and Autogrowth of between
100 MB and 1,000 MB for each file.

The default values for the TempDB log file (templog.ldf) initial size and autogrowth should be okay to start
with.

For the Data and Log directories, select the location that you have previously designated for the tempdb
files according to the recommendations outlined in the Database Layout > Database File Layout section
of this document.

Quick Tip

e The TempDB database is not durable and gets recreated whenever the SQL Server instance or host
server is restarted. Any necessary configuration changes to the TempDB database can be made prior
to a restart so that they take effect during the next scheduled restart.

MaxDOP

For more information, see the SQL Server Configuration Recommendations > Max Degree of Parallelism
section of this document.

Recommendations:
Do not use the default value of 0 for the MAXDOP setting.

We recommend setting MaxDOP to 1 to suppress parallel query plan generation.

Memory

For more information, see the SQL Server Configuration Recommendations > Memory of this document.
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Recommendations:
Do not use the default value of 2147483647 for the Max Server Memory.
Set Min Server Memory (MB) to 0

Set Max Server Memory (MB) to an appropriate value based on previously mentioned guidelines.

FILESTREAM

Perceptive Content does not use the Filestream feature so it does not need to be enabled or configured.

Perceptive Content Database

The Perceptive Content database, INOW, is designed to provide the greatest flexibility to support the
wide range of features that the Perceptive Content application offers. The various tables and indexes that
are part of the inuser database schema are used to store all the metadata associated with your
documents and the various processes and features that you have configured. There are many tables and
indexes that are utilized across the database. There will also be tables and indexes that are not used if
the associated features are not used within the application.

Database Name

The default Perceptive Content database name is INOW. You may choose to create or rename the INOW
database using any other meaningful name to help differentiate the environment from others.

For example, you may choose to use INOWPRD for production and INOWTST for your test environment.

Database Options

There are many options that can be set for the database. The following options are highlighted due to
their importance. For specific questions about parameters not highlighted in this document, contact
support for additional guidance if needed. Many of the database options are set as part of the database
creation script and in most cases use default values.

Database Collation

Perceptive Content is designed to be a case insensitive application and so using a case insensitive
collation for the database is expected.

If you are installing the Unicode version of Perceptive Content, then you must manually specify the
appropriate default collation for your database before executing the database creation script. For Unicode
installations, we use the nvarchar data type for character data. The collation you choose further defines
the character encoding to either UTF-16 or UCS-2 encoding. The collation also determines the rules
applied to character data when evaluating characters within SQL expressions such as string compares for
data access and filtering and sorting of results.

For Unicode installations, we recommend that you select a collation that best fits the primary language
you are using to drive the business. If you are primarily using English to conduct day-to-day operations,
then you may want to use the Windows collation Latin1_General_100_CI_AS (code page 1252) for the
default database collation as this aligns best with the Perceptive Content application server encoding.

Be mindful of the tempdb database collation when selecting the default database collation as
incompatibilities between collations, in some cases, can cause unexpected errors and require the use of
expression-level collations or configuration changes with respect to database collations.
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The sys.fn_helpcollations() function can be used to get a list of supported collations to choose from
when installing the server or creating a new database. The following query can be used to get a list of
recommended collations with respect to the Perceptive Content database.

SELECT name, collationproperty(name, 'codepage') [Codepage], description
FROM sys.fn helpcollations ()

WHERE name LIKE '$ CI &'

AND name NOT LIKE '$SC'

AND name NOT LIKE 'SUTF8'

AND name NOT LIKE '%$140%'

ORDER BY name;

Caution:

e Supplementary character collations are not currently supported. This includes collations ending with
_SC or version 140 collations.

¢ We strongly recommend you avoid using Binary collations (*_BIN*) because they do not support CI
(case insensitive searching) and could lead to undesirable results within Perceptive Content.
Perceptive Content is designed to work with case-insensitive collations.

o The Database collation should not be modified after tables have been created. Changing the default
collation of the database could potentially cause errors and unexpected behavior in the Perceptive
Content application.

For more information, see the SQL Server Configuration Recommendations > Collations section of this
document.

Isolation Level

The Perceptive Content database uses the Read Committed Snapshot Isolation (RCSI) which enables
row versioning to provide transactions a consistent snapshot of the data as it existed at the start of the
statement. This isolation level is preferred due to making the locking operations optimistic, where readers
don't block writers and writers don't block readers. Also, using this isolation level extension has proven to
significantly reduce the potential for deadlocks.

SET ALLOW SNAPSHOT ISOLATION ON
SET READ COMMITTED SNAPSHOT ON

Note that when using RCSI, the version store for these snapshots is stored in the tempdb database,
which further increases the importance of the tempdb database performance for a Perceptive Content
database.

Required Options for Filtered Indexes

The following database and session level parameters are required to the creation and utilization of filtered
indexes, which is leveraged within the Perceptive Content schema for specific tables.

These parameters are default values at the server level and should not be changed.

SET ANSI NULLS ON

SET ANSI PADDING ON

SET ANSI WARNINGS ON

SET ARITHABORT ON

SET CONCAT NULL YIELDS NULL ON
SET QUOTED IDENTIFIER ON

SET NUMERIC ROUNDABORT OFF
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Enable Auto Create Statistics

The Auto create statistics option causes SQL Server to automatically create single column statistics on
any column used in a "where" clause (if that column is not the leading field in an existing index). By
collecting these additional statistics, the SQL Server optimizer will have more complete information when
determining an execution plan.

Quick Tip

e Statistics that are created automatically by SQL Server are prefixed with ©_ WS_Sys_”.

Auto Update Statistics

The Auto update statistics option, located under Database Properties, causes SQL Server to
automatically update statistics when statistics might be out-of-date and then updates them when they are
used by a query. Statistics become out-of-date after modifications from insert, update, delete operations
change the data distribution in the table. The Query Optimizer determines when statistics might be out-of-
date by counting the number of row modifications since the last statistics update and comparing the
number of row modifications to a threshold. The threshold is based on the table cardinality, which can be
defined as the number of rows in the table.

When updating statistics, a sample size is used to determine the number of rows (percentage) to sample
when scanning to build the histograms that will be used to represent the cardinality and skewing of the
data in the tables, indexes, and columns.

Note: Beginning with SQL Server 2016 (13.x) SP1 CU4, you can use the PERSIST_SAMPLE_PERCENT
option when creating or updating statistics to set and retain a specific sampling percentage for
subsequent statistic updates that do not explicitly specify a sampling percentage.

When statistics are automatically updated, SQL Server may use a smaller sample size to perform the
update in a shorter amount of time. As a result, the sample size is often too small to capture a true
representation of the data distribution. Additionally, this process (and SQL Server’s periodic checks to see
whether the process needs to be done) can cause overhead at inopportune times and may affect
database performance.

Database Administrators are encouraged to aggressively manage statistics to ensure that they are rarely
(if ever) automatically updated and that they are always captured with a 100% sample size (FULLSCAN).

If a maintenance plan has been created and is updating statistics regularly and often then consider
disabling AUTO_UPDATE_STATISTICS by setting the parameter to OFF so that it does not execute in-
between your scheduled updates.

SET AUTO UPDATE STATISTICS OFF

If there has not been a maintenance plan or any other process established for updating statistics, then it
is recommended to enable the auto updating of statistics. It is also recommended that you enable
asynchronous statistic updates to promote more predictable query response times for when auto statistics
collection occurs.

SET AUTO UPDATE STATISTICS ON
SET AUTO UPDATE STATISTICS ASYNC ON

For additional recommendations updating statistics, see the Update Statistics section of this document.

Disable Auto Shrink

The Auto Shrink option causes SQL Server to shrink the database files to remove free space. This
process creates overhead on the server which can have a severe impact on database performance
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during and afterwards. Shrinking database files can create fragmentation within the database files,
subsequently creating performance issues because of additional I/O. Since the database is a repository
for information, and the database files continue to grow on a regular basis, shrinking the files is
counterproductive and not recommended since they will simply grow again when more data is added to
the system.

Set Parameterization to Simple

Parameterization is the process of substituting literal values with parameters (e.g., @p1). It allows SQL
Server to create a single query plan for all queries with the same syntax, even if different literal values are
used. Two options exist: Simple and Forced. In most cases, the queries executed by Perceptive Content
are already parameterized. Leaving the parameterization setting at the default setting of Simple allows
SQL Server’s optimizer to make better decisions when choosing a query plan because it can make better
use of statistics using the literal values instead of parameters.

Set Page Verify to CHECKSUM

The CHECKSUM option causes SQL Server to calculate a checksum the represents the contents of the
page which is stored in the header of the page when the page is written to disk. When the page is later
read from disk, a checksum is recalculated and compared to the value that previously calculated and
stored in the header. If the two values do not match, it indicates that the page has been modified by the
underlying I/O subsystem and that there is database corruption. When this occurs, SQL Server logs an
event in the SQL Server Error Log and in the Windows Event Log. To help catch these database
consistency issues as early as possible, it is recommended that you monitor SQL Server for 1/0
Subsystem related errors (823, 824, and 825).

For more information, see the Database Alerts section and Appendix A of this document.

Database Filegroups

The physical layout of the INOW database depends on the version of the database script used to create
the database. The basic layout only uses two filegroups, PRIMARY and SECONDARY and the advanced
filegroup layout uses a total of 117 filegroups. In both cases, the tables and indexes are strategically split
between the filegroups.

For most implementations, the basic filegroup configuration is usually sufficient. However, for larger
implementations, with greater 10 demands, it may be beneficial or even necessary to leverage the
advanced filegroup configuration, to facilitate greater flexibility when placing database files across
multiple physical disks to spread the database IO associated with the reads and writes for the various
tables and indexes.

Quick Tips
e Each filegroup only contains one database file by default.

o Be aware that database upgrade scripts often expect specific filegroups to exist so any
customizations might require manual adjustments to the various database upgrade scripts to ensure
a successful upgrade.

e For additional storage considerations, see the Storage Recommendations section of this document.

Basic Filegroup Layout

The basic filegroup configuration consists of only two filegroups, PRIMARY and SECONDARY. In this
configuration all the tables/clustered indexes are created in the PRIMARY filegroup, and all the non-
clustered indexes are created in the SECONDARY filegroup.



Each filegroup is created with only one database file associated with it which can, and should be,
physically located on different disks to spread out the disk activity and distribute 10 between disks.
Ensure that the disks specified for database file(s) associated with each filegroup are using different
controllers.

For the basic configuration, the PRIMARY filegroup is the default filegroup for the INOW database.

Advanced Filegroup Layout

The advanced filegroup layout uses a total of 117 filegroups for which all the tables and indexes are
strategically split between.

Each filegroup is created with only one database file associated with it which can, and should be,
physically located across multiple disks to spread out the disk activity and distribute 10 between disks.
This will help prevent I/O host spots which can degrade performance. Ensure that the various disks
specified for database file(s) associated with each filegroup are allocated across different disk controllers.

For the advanced configuration, the IN_DATA filegroup is the default filegroup for the INOW database
although there are no objects that are created in that filegroup by default.

The following is an example of spreading the various filegroups across multiple drives (disk sets). Note
that for this to be effective, to maximize the available IOPS and throughput, you must use separate
underlying disk sets for each drive as opposed to simply creating logical partitions (drive letters) on top of
a single set of disks. Additionally, use multiple disk controllers and spread out the disks between each
controller to ensure that disk 1/0O queueing is spread out evenly.

The purpose of this example is to demonstrate how the different filegroups should be split up across
volumes. Each driver letter below should correspond to a separate volume with its own underlying disks.
For cases where you have less volumes available then monitor disk I/O patterns and move files as
needed to reduce 1/O hot spots and disk queue lengths to help improve performance.

Device Purpose Database Filegroup or File
C sda1 OS and other Binaries N/A
E xvdf Default SQL Server Data System Databases (except TempDB)

Remaining INOW filegroups not listed below

F xvdh Transaction Log INOW Transaction Log

G xvdi Document Data e IN_DOC_INST_D
e IN_VERSION_INST_D

H xvdj Document Indexes e IN_DOC_INST_I
e IN_VERSION_INST I

I xvdk Object Data e IN_LOGOB_INST_D
e [IN_PHSOB _INST D
e [IN_SUBOB INST D

J xvdl Object Indexes e IN_LOGOB_INST_|
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e IN_PHSOB_INST |
e IN_SUBOB_INST |

L xvdm Instance Data e IN_FOLDER_INST_D
e IN_INSTANCE_INST_D

M xvdn Instance Indexes e IN_FOLDER_INST_I
e IN_INSTANCE_INST I

N xvdo Workflow Data e IN_WF_ITEM_HIST_INST A D
e IN_WF_ITEM_HIST_INST D

e IN_WF_ITEM_INST A D

e IN_WF_ITEM_INST_D

(0] xvdp Workflow Indexes o IN_WF_ITEM_HIST_INST_A I
e IN_WF_ITEM_HIST_INST_|I

e IN_WF_ITEM_INST_A_|I

e IN_WF_ITEM_INST I

P xvdp Audit Data * e IN_AUDIT_D
e IN_AUDIT_INST_D

Q xvdr Audit Indexes * e IN_AUDIT_I
e IN_AUDIT_INST |

T xvds TempDB All TempDB files

* The separation of the Audit filegroups is recommended if auditing is enabled and being stored in the
database. If that is not the case, then place the database files for these filegroups on the E drive along
with the other filegroups not specifically listed.

Note that Drive Letters and Device Names can vary but are included to further demonstrate that drive
letters should use separate devices/disks.

Pre-Size the Database Files

Although database files can be configured to automatically grow as a database gets larger, this
configuration can create overhead and affect performance. This is especially true if the server must
allocate space frequently. In addition, physical fragmentation can occur if auto-growth options are not
properly set. It is recommended that you pre-size these files so that auto-growth is not frequently
required.

When sizing a database, size the database files and logs as accurately as possible to their "final" size.
While this may not be practical for the .mdf and .ndf files of the INOW database, you should be able to
determine the appropriate “final” size for the transaction log file (.Idf) and the tempdb (.mdf and .ndf) files
after an extended period of normal workloads.
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Consider tracking the growth of specific tables and filegroups to recognize the growth rates and trends of
your data. Use this historical data to help with capacity planning and pre-allocation of database storage.

As a failsafe, the autogrowth option should remain enabled for all database files. Be mindful of the file
autogrowth and maximum file size settings and the impact each setting has to your database.

File Sizes and Autogrowth

As a database grows so does the files used to store the data and the supporting structures of the
database (tables and indexes). It is important that underlying storage is continuously monitored to ensure
that it never reaches maximum capacity. If a database file is configured with a maximum file size and that
size is reached, then it will not be able to grow as needed to accommodate the database growth
associated with normal database activity. This will cause the database to hang and subsequently cause
the Perceptive Content application to hang until more storage is added to allow the database to continue
growing.

By default, the database files are created to autogrow in 10% increments. As the file size increases so
does the amount of space required for each 10% increase. It is recommended to change the autogrowth
settings for each file and specify a size in Megabytes to create more uniform and expected auto growth
events for each file. An appropriate autogrowth size depends on how fast the files are growing as well as
how long it takes to complete resize operations. Common autogrowth values are between 200 MB and
500 MB.

The maximum file size is by default set to unlimited. In general, this is okay unless you have files located
on a storage device that has limited capacity and does not offer dynamic storage allocation. This is
undesirable as it could lead to a downtime if storage reaches capacity.

Transaction Log

The database transaction log is an integral part of the database that is responsible for recording changes
that are made to the database as part of transactions. It is used to ensure database consistency and
recovery. The database transaction log files should be located on its own physical disk so that the 10
associated with the transaction log is isolated from the rest of the database files. When using the full
recovery model, which is recommended for production environments, the transaction log will continue
growing as transactions are recorded. As such, it is recommended that you ensure that the autogrow
settings are enabled and the underlying disks can accommodate both expected and unexpected growth.

Quick Tips

e When using the Full recovery model, ensure that the transaction log is backed up often as part of
your backup solution to limit potential data loss and to prevent the transaction log from growing
excessively large.

e The transaction log will grow to a size that can accommodate normal activity, including maintenance
operations such as index rebuilds.

¢ Once it reaches its “normal” size consider the following steps to establish your steady state conditions
for the transaction log. This will reduce the number of virtual log files (VLFs), which are smaller
chunks that contribute to internal fragmentation of the transaction log and can negatively impact all
transaction log related activities, including restores, crash recovery, replication, etc.

1. Record the “normal” size of the transaction log once all normal, reoccurring, activity is accounted
for (including maintenance).

2. During a maintenance window:

1. Backup the transaction log.
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2. Shrink the transaction log as small as possible.
3. Manually resize the transaction log in, 8000 MB chunks, up to the “normal” size.

3. Ensure that autogrowth is enabled and set to a value that is proportionate to the size of the log.
Do not use small autogrowth values or percentages. We recommend a value of between 100MB
to 500MB depending on the normal, steady state size.

e Under normal conditions, do not shrink the transaction log to regain storage since it will just grow
again. The exceptions to this rule are if the log grows due to a-typical workloads that might cause the
transaction log to grow larger than normal.

For more information, see the Manage the size of the transaction log file page at learn.microsoft.com.

Maintenance Plans

There are database maintenance tasks that should be performed regularly to help ensure the protection,
integrity and performance of your database. These maintenance tasks should be scheduled to run at
regular intervals and should be strategically scheduled to ensure there is minimal impact to users and
daily operations during their execution. In general, it is best to perform most maintenance operations
during predefined maintenance windows which should be outside of business hours or when system
usage is at its lowest levels.

SQL Server provides native features for creating and scheduling and logging the following maintenance
tasks. These maintenance tasks can be created using the SQL Server Maintenance Plan Wizard which
can be found in SQL Server Management Studio (SSMS) by going to the Management folder then right
clicking on Maintenance Plans and selecting Maintenance Plan Wizard. Once the jobs have been
created, they will be visible within SSMS Object Explorer within the Maintenance Plans folder where they
can be modified, re-scheduled, disabled, etc.

As an alternative to the native SQL Server jobs, many customers download and use the free SQL Server
Maintenance Solution scripts written by Ola Hallengren which can be used as an alternative to native
SQL Server maintenance plans.

Once your maintenance jobs are setup and running, make sure that alerts are setup to notify
administrators when each job completes. It is beneficial to be notified not only if a job fails but also when it
completes. If a job fails, you will want to immediately investigate and determine the reason. Receiving
notifications of completion (success) can be helpful for awareness of jobs that are starting to take longer
to complete and in danger of overlapping with other jobs or running into business hours. If this happens
then you should review the jobs and consider making any necessary changes to the scope and schedule
of each job. It may also be necessary to break up longer running jobs into smaller, more granular jobs
that are strategically scheduled throughout the week.

Database Maintenance Tasks

To ensure the integrity and performance of the database, your Database Administrator (DBA) must
perform the same general maintenance tasks for the INOW database as required for any Microsoft SQL
Server database. These maintenance tasks should be created and scheduled to run at regular intervals.
This includes database backups, updating database statistics, database integrity checks, reorganizing or
rebuilding indexes, and cleaning up old log files.

Database Maintenance Jobs

The following maintenance jobs should be created for every database and each job should have separate
schedules and be configured with logging, alerts, and notifications.


https://learn.microsoft.com/en-us/sql/relational-databases/logs/manage-the-size-of-the-transaction-log-file?view=sql-server-ver16
https://learn.microsoft.com/
https://ola.hallengren.com/
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e Database Backups

e Update Statistics

e Check Database Integrity
¢ Index Maintenance

e Cleanup Old Backups

e Cleanup Old Logs

Database Backups

Database backups are one of the most important tasks of database administration. Taking backups of the
database at strategic intervals help protect your data in the event of hardware failure and accidental or
intentional data destruction or modification. The following sections contain important considerations for
your database backup solution.

Be aware that high availability solutions are not an alternative for backups. Data loss and corruption can
be propagated from one database to another for environments with high availability features in place such
as Always On Availability Groups and Log Shipping. Data that is accidentally or intentionally deleted or
modified will get applied to secondary replicas (AG) or secondary databases when transaction logs are
replayed on the secondary database.

For more information see the Back Up and Restore of SQL Server Databases page on
learn.microsoft.com.

Database Recovery Model

The database recovery model, along with the backup schedule, will dictate what your backup and
recovery scenario will look like. The frequency of your backups, including transaction log backups (full
recovery model), will determine how much data might be lost for any event which requires the recovery of
a database using the available backups.

For production databases, the full recovery model along with regularly scheduled database and
transaction log backups is highly recommended.

For more information, see the Recovery Models section of this document.

Backup Location

Database backups should be stored on a separate physical location or device from the database files to
prevent both the database files and database backups from being lost if the underlying database storage
becomes unavailable.

Quick Tips

e Consider placing backups on network or cloud storage that is accessible from the database server
but is also accessible from other servers.

e Ensure only users or groups with appropriate privileges can access database backups.
o Ensure the backup location contains redundancy at the storage or disk level.

e As your database grows so will your backups so make sure the backup destination has the capacity
to accommodate your backups and satisfies your backup retention policy.


https://learn.microsoft.com/en-us/sql/relational-databases/backup-restore/back-up-and-restore-of-sql-server-databases?view=sql-server-ver16
https://learn.microsoft.com/
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Backup Options

The following backup options are recommended when creating backup jobs using the Maintenance Plan
Wizard.

o Backup all databases
e Backup to disk
e Create a backup file for every database
e Use a different file extension for each type of backup
e Use “bak” for full backups
e Use “dif” for differential backups
o Use “trn” for transaction log backups
e Choose the compress backup option to create smaller backup files
e Perform checksum
o Verify backup integrity

e Backup encryption - For customers hosting sensitive data such as government and healthcare
consider using encryption for data at rest which includes backups.

e Report Options: Write a report to a text file and E-mail report to designated operator.
Quick Tips

e If you are using encryption for backups or other areas of the database, then be sure to also backup
your certificates and keys. For security, do not store the backups of these certificates or keys in the
same place as your database backups.

e If your database is part of an Always On Availability Group (AG) then consider scheduling the
database backups to run on a secondary replica to offload the workload from the primary replica.

Recommended Backup Schedule

Backup schedules will vary based on the type of environment, workloads, and pre-defined levels of
acceptable data loss.

The following recommendations assume you are using the full recovery model, which is the default and
recommended recovery model for all production databases.

To create a backup solution that provides greater flexibility and ensures you can recover your database to
specific points in time (Point In Time Recovery (PITR)) then your backup should consist of full backups,
differential backups, and transaction log backups.

Unless you are using a secondary replica (AG) for your backups then you should schedule backups to
run during periods of low activity to reduce the impact it has on users.

For Production databases, the following backup schedule is recommended to help ensure minimal data
loss.

e Full Backups - Schedule full database backups nightly.

o Differential Backups - Optionally, schedule differential backups between full backups, somewhere in
the middle of the day when activity is lowest, such as during the noon/lunch hour. This will reduce the
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number of transaction logs needed for recovery which can simplify the recovery and reduce the
restore time. Differential backups only contain changes since the last full database backup.

¢ Transaction Log Backups - Schedule transaction log backups more frequently. Depending on your
transaction volume, it may be desirable to back up the transaction log every fifteen to sixty minutes.
Having frequent transaction log backups will help keep the transaction log size from growing
excessively large as well as help reduce data loss when having to restore a database for recovery
purposes.

Quick Tips

e Itis recommended that you run the Database Integrity Check (DBCC CHECKDB) immediately prior to
your nightly full database backup and then conditionally proceed with the backup only if the integrity
checks succeed and do not identify database corruption. The reason for this is to prevent from
overwriting good backups with backups that contain corruption. Address corruption immediately.

o Ensure that you have alerts setup to notify when backups complete.

Backup Retention

The number of days you retain each backup depends on external and internal regulations that may apply
to the data contained within your database. If there are regulatory or corporate mandates that dictate the
retention periods, then those should be adhered to. If that does not apply to you then consider the size of
your backups and the amount of storage you are able to dedicate for database backups. At a minimum,
you should keep 7-14 days on local storage for quick access if needed for recovery or database
refreshes. Also consider storing backups for up to 30 days or more at offsite locations for disaster
recovery purposes.

Disaster Recovery

To facilitate disaster recovery preparedness and ensure business continuity, it is advised that backups
are copied to secure offsite locations, such as a separate data center or offsite storage offered by cloud
vendors or other offsite storage locations. Keeping copies of your database backups on separate, secure
storage can be extremely helpful in emergency situations, such as if losing the primary server hosting the
database or backups, a catastrophic event affecting an entire data center, or even a ransomware attack.

Furthermore, for critical systems that require high availability it is recommended that you consider one of
the options that exist for SQL Server to ensure business continuity. See the Business continuity and
database recovery — SQL Server page at learn.microsoft.com or the High Availability Options section of
this document for a list of options that are supported.

Database Recovery Testing

Your backup solution and disaster recovery processes should be well documented. Conduct periodic
disaster recovery preparedness exercises to test your backups to validate its effectiveness and promote
familiarity with the overall process. This could be as simple as refreshing a test database from your
production backups or as detailed as practicing disaster recovery steps based on mocked situations that
mimic various events such as losing the storage hosting your database files or transaction logs or a
catastrophic event such as losing an entire data center.

Update Statistics

Statistics become out-of-date after modifications from insert, update, delete operations change the data
distribution in the table. The Query Optimizer determines when statistics might be out-of-date by counting
the number of row modifications since the last statistics update and comparing the number of row


https://learn.microsoft.com/en-us/sql/database-engine/sql-server-business-continuity-dr?view=sql-server-ver16
https://learn.microsoft.com/en-us/sql/database-engine/sql-server-business-continuity-dr?view=sql-server-ver16
https://learn.microsoft.com/
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modifications to a threshold. The threshold is based on the table cardinality and the total number of rows
in the table.

When you create a task to update database statistics in your Database Maintenance Plan, schedule it to
run at a time when the server is not heavily used. Updating statistics on large tables can be resource
intensive and negatively impact performance for other users while statistics are being updated. If the
server has adequate, unused resources available throughout the day then it might be possible to gather
statistics on a continuous basis if necessary due to high usage and row modifications.

The following options are recommended when creating Update Statistics job using the Maintenance
Plan Wizard.

o Databases: All databases
e Update: All existing statistics
e Scan Type: Full scan

e Report Options: Write a report to a text file and E-mail report to designated operator.

Auto Update Stats:

Be mindful of auto update statistics settings and behavior. Depending on the sample size persistence
settings for each table/index, the auto updating of statistics could result in the creation of suboptimal
statistics due to using a very small sample size and could cause the optimizer to generate poor plans, in
some cases, after updating the statistics. If auto updating of statistics is enabled and enough rows have
been modified since the last time statistics were updated, then statistics could get updated in the middle
of the day and could cause an immediate degradation in performance if the sample size is too small and
does not accurately reflect the distribution of data.

If auto updating of statistics is enabled, then consider the following additional recommendations:

e Use the PERSIST_SAMPLE_PERCENT=O0N option when manually updating statistics to ensure that
auto stats collection uses the same sample size.

o Set AUTO_UPDATE_STATISTICS_ASYNC to ON so that whichever query is executing, and results
in an auto updating of statistics will continue with the previous stats while the auto updating of stats
continues separately (asynchronously). As soon as the statistics have been updated then they will be
used.

Consider disabling the auto updating of statistics altogether if you have regularly scheduled stats jobs that
reliably update statistics at appropriate intervals using 100% sample sizes (FULLSCAN). Auto updating of
stats can be disabled by setting the AUTO_UPDATE_STATISTICS parameter to OFF.

Check Database Integrity

The Check Database Integrity maintenance plan checks the integrity of the database. This is an important
operation as it will help detect database corruption. This is equivalent to running the DBCC CHECKDB
command against your database. If these checks identify corruption, then steps must be taken to recover
the database and resolve the corruption immediately. For more information, see the Database Corruption
section of this document.

You can test the data and index page allocations in your databases for errors when you select Check
database integrity and Include indexes in the Database Integrity Check page of the SQL Server
Maintenance Plan Wizard.
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Be aware that these checks are resource-intensive and can degrade the performance of your database
server during the tests. Schedule these checks to run when your database server is less busy, such as
afterhours just prior to your full backup.

If you choose the Perform these tests before backing up the database or transaction log option in
the Database Integrity Check page, consider that you will run these tests as a prerequisite step each time
before the maintenance plan performs a database or transaction log backup. If your database is large or if
you perform frequent database or transaction log backups, then running these tests each time might slow
database server performance while they are executing. If that is the case, then schedule the database
integrity tests to run independently from the backups on a daily or weekly basis.

The following options are recommended when creating Check Database Integrity job using the
Maintenance Plan Wizard.

e Databases: All databases
¢ Include indexes
e Physical Only

e Report Options: Write a report to a text file and E-mail report to designated operator.

TempDB considerations:

Depending on the size of the database being analyzed, the process of checking database integrity can
take a lot of time and resources. If DBCC checks are encountering errors due to insufficient space
available in the tempdb database then consider running the following command from the SQL Query
Analyzer, to estimate the amount of space that will be needed to run CHECKDB for the specified
database.

DBCC CHECKDB (database name) with ESTIMATEONLY
Note: This does not actually run the integrity check.
Quick Tips

« Verify that the drive containing your tempdb database files is large enough to cover the entire space
needed to run the integrity operation.

e Consider pre-allocating the estimated space before executing the DBCC CHECKDB command to
prevent the tempdb database from having to auto grow while the integrity checks are executing.

e Ensure the tempdb database files are set to autogrow before checking database integrity to avoid
running out of space before the integrity check finishes.

¢ Do not shrink the database files to reclaim the space after running integrity checks since the space
will need to be allocated again next time the integrity check is executed.

Manage Index Integrity

Checking non-clustered indexes is one of the most time-consuming jobs. If you find that your database
integrity checks take more time than is available during daily or weekly maintenance windows, then you
can reduce the time it takes to run by unchecking the include indexes option. Although you might lose
some integrity-checking benefits with this selection, you can easily rebuild non-clustered indexes if
necessary. It is advised to create a separate job that runs less often that does include checking the
integrity of non-clustered indexes to identify index level corruption that may exist within the database.
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Index Maintenance

Indexes are heavily used across the Perceptive Content database and are essential for performance. The
INOW database uses both clustered indexes and non-clustered indexes as well as filtered indexes. It is
important that indexes are maintained properly to ensure their effectiveness.

Statistics

The updating of statistics for all indexes is extremely important. Ensure that you have maintenance plans
to update statistics regularly using 100% samples sizes (FULLSCAN). For more information, see the
Update Statistics section of this document.

FILLFACTOR

The fill factor parameter can have a significant impact on database performance. The fill factor parameter
is used to indicate what percentage to fill each database block, reserving the remaining space to facilitate
the insertion of new rows between the existing rows if necessary. The default value of 100% indicates
that pages will be completely filled which may be okay for some tables but not others.

When new rows need to be inserted into a full page, the database will incur additional overhead as it
splits the page into two pages, known as page splits, to make room for the new row(s) being inserted.
Splitting the pages is a resource intensive operation and can cause fragmentation that can cause an
increase in 1/0 operations. Comparatively, using a lower value for fill factor can also result in increased
I/O operations. For example, using a value of 50% for fill factor would result in only filling pages halfway
and reserving the other half for future inserts. With only half the page containing actual data, this could
result in doubling the amount of 1/0 required to retrieve the same amount of data when compared to a
page that is 100% full.

Experienced DBAs are encouraged to adjust this value as they see fit, usually on a table-by-table basis.
For highly volatile tables, which experience large volumes of inserts, this value may be set lower (possibly
in the 85-95% range). For more static tables, it can be left at a default of 100%. It is at the discretion of
the DBA to do performance monitoring (i.e., monitoring page splits and overall /O counters) to determine
whether the fill factor should be further adjusted.

For smaller databases with small workloads the index fill factor can be left at its default value.
Quick Tips

e Forthe FILLFACTOR parameter, a value of 0 is equal to 100.

o We recommend using a FILLFACTOR of 95% for most indexes.

¢ Indexes can be rebuilt to remove fragmentation and to change the fill factor of the index.

Fragmentation

Certain conditions, such as using 100% fill factor for indexes, along with frequent insertion of new rows
within the page can result in page splits and fragmentation. This can reduce the performance of some
queries that benefit from larger, sequential scans of underlying index structures to retrieve the data
requested by the query. A heavily fragmented index cannot benefit from larger sequential 1/O operations,
since the location of the fragmented data may require a series of many, smaller random reads which will
take longer to read the same amount of data. This could negatively affect larger queries such as those
generated during the execution of some user views.

In most cases, the queries executed by the application server are smaller and typical only require a few
small, random I/O operations (index seeks) to retrieve the necessary data. In those cases, fragmentation
has minimal impact on the performance of those queries.
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In general, we advise prioritizing the updating of statistics (with FULLSCAN) over any index
rebuilds/reorgs except for cases where fragmentation appears to be causing problems due to an increase
in the number of pages being scanned.

It is recommended that you consider rebuilding or reorganizing indexes that have high levels of
fragmentation and require larger sequential scans. For these cases it's important to measure the amount
of 1/0 and performance before and after rebuilding the indexes to determine if periodic rebuild operations
are beneficial.

About Defragmenting Indexes

Most indexes become fragmented over time. Dynamic tables are more prone to fragmented indexes
because records in these tables are frequently updated, deleted, and inserted. When an index becomes
fragmented, it requires more input/output, (1/0), time when you select records which, in turn, diminishes
response time.

To help reduce fragmentation, it is recommended to create the indexes using a fill factor of 95 percent.
This will reserve 5% of each page to accommodate any growth that might occur when a row is inserted or
updated. This can significantly reduce the amount of fragmentation that occurs for some tables and
indexes. Consider setting the Default index fill factor setting to 95 in the Database settings page for the
instance to help reduce database fragmentation.

The best way to fix index fragmentation is, depending on the level of fragmentation, to reorganize or
rebuild indexes on a regular basis. Consider reorganizing indexes that are between 5 and 30 percent
fragmented and rebuilding indexes that are over 30 percent fragmented.

|dentifying Fragmentation

The following query can be executed to check the fragmentation level of larger indexes, which have over
5,000 pages:

SELECT
RTRIM(CAST (t.name AS VARCHAR)) AS TableName,
RTRIM (CAST (b.name AS VARCHAR)) AS IndexName,
i.rowcnt,
ps.avg fragmentation in percent
FROM sys.dm db index physical stats (DB ID(), NULL, NULL, NULL, NULL) AS ps
INNER JOIN sys.indexes AS b ON ps.OBJECT ID = b.OBJECT ID
INNER JOIN sys.tables AS t on ps.OBJECT ID = t.OBJECT ID
INNER JOIN sysindexes i on b.name = i.name
AND ps.index id = b.index id
WHERE ps.database id = DB ID()
AND b.name is not null
AND ps.page count > 5000
ORDER BY t.name, b.name;

Compression

Consider applying page level compression to larger tables and indexes to help reduce the size of the
database. In addition to saving space, data compression can help improve the performance of 1/0
intensive workloads because the data is stored in fewer pages and queries need to read fewer pages
from disk.

Most of the larger tables and indexes compress very well when using page level compression and can
achieve storage savings in the range of 70-80%. It is recommended to use PAGE level compression if
using compression.

48



Microsoft SQL Server Best Practices

Be aware that extra CPU resources are required on the database server to compress and decompress
the data so ensure your server can accommodate the slight increase in CPU overhead before enabling
compression.

The compression options (NONE, PAGE, ROW) of an index can be changed during rebuild operations.

To determine the potential space savings of implementing page level compression for any given table or
index, you can use the following options:

e The SQL Server Data Compression Wizard

e The sp_estimate_data_compression_savings Stored Procedure

IN_DB_UTIL_SP_INDEX_MAINTENANCE

If it is determined that the indexes for specific tables need to be reorganized or rebuilt then reference the
IN_DB_UTIL documentation for instructions on using the IN_DB_UTIL_SP_INDEX_MAINTENANCE
stored procedure, which can be used to address fragmentation as well as rebuild indexes to change
various index options such as fill factor or compression.

Database File Growth during Maintenance Operations

Be aware that it is normal for some database files to grow during various maintenance operations. For
example, the database transaction log will grow during online index rebuilds and the tempdb database
files can also grow during various operations such as index rebuilds, updating statistics and when running
database integrity checks using DBCC CHECKDB.

Make sure that database files can autogrow as needed to accommodate maintenance tasks. In most
cases, these files will grow to the size that maintenance, these files will stop growing and remain at the
size they have grown to. It is recommended that you not shrink these files afterwards since they will grow
next time the maintenance jobs run.

Database Scripts

There are several database scripts that are available for creating, upgrading, and managing the
Perceptive Content database. The following sections outlines the different scripts that are available.

For more information on database creation, see the Perceptive Content Database Installation and Setup
Guide located on docs.hyland.com.

All database scripts can be downloaded from the Hyland Customer Portal.

Database Creation Scripts

The following database creation scripts are used to create the Perceptive Content database. There are
four different variations of the script.

Each version of the database script will create the necessary server logins, database users, filegroups,
and database files for the INOW database.

The database will be created using the recommended database options. These database options should
not be changed. The only exception is the AUTO_UPDATE_STATISTICS parameter, which may be
disabled once you have implemented a suitable process to frequently update statistics as outlined in the
Maintenance Plans > Update Statistics section of this document.

The path for the INOW database files should be updated so they are created in the proper location based
on planning and recommendations outlined in the Database File Layout section of this document.


https://docs.hyland.com/Portal_Public/Guides/en/ImageNow/7.9/Installation.htm
https://community.hyland.com/customer-portal
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You can modify these scripts as needed to customize the following:
o Database Name

e Database File Locations

e Database Collation

e Login Names

Note: The Unicode versions of the script require that you change the collation name by replacing the
string "REPLACE_WITH_VALID_COLLATION_NAME" with the appropriate collation name for your
environment. For more information, see the Database Collation section of this document.

Each of the following four database creation scripts facilitate the creation of the INOW database using
one of the supported encodings (ANSI or Unicode) and either the basic or advanced filegroup
configuration. For more information, see the Database Filegroups section of this document.

SunflowerSS.sql

Basic INOW database creation script for an ANSI deployment. A Perceptive Content database that has
been created using this script will not have any appended identifiers to the schema version number.

Example 7.9.0.0

SunflowerSS_Unicode.sql

Basic INOW database creation script for a Unicode deployment. A Perceptive Content database that has

been created using this script will have a “u” appended to the schema version number.
Example 7.9.0.0u

SunflowerSS_AdvancedFG.sql

Advanced Filegroup creation script for an ANSI deployment. A Perceptive Content database that has

been created using this script will have an “a” appended to the schema version number. For more
information on the file groups, see the Advanced Filegroup Layout section of this document.

Example 7.9.0.0a

SunflowerSS-AdvancedFG_Unicode.sql

Advanced Filegroup creation script for a Unicode deployment. A Perceptive Content database that has
been created using this script will have an “au” appended to the schema version number. For more
information on the filegroups, see the Advanced Filegroup Layout of this document.

Example 7.9.0.0au

Database Upgrade Scripts

In many cases, an upgrade to the Perceptive Content application is accompanied by a database schema
upgrade which contains the associated changes to the inuser database schema.

There are two options for upgrading the inuser database schema for a Perceptive Content database, the
incremental database scripts, and the IN_DB_UPGRADE package. Traditionally, incremental database
scripts were created to make the schema changes for each version. These traditional incremental scripts
are still available, but it is recommended that you use the IN_DB_UPGRADE package instead.
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When upgrading from the current version to the desired target version then each incremental must be
executed separately and in the proper order.

Note that for older incremental, you must also run the appropriate version of the incremental that matches
the type of schema that you are using (u, a, au).

Examples

PerceptiveContentDB_Incremental-SS_7.2.3.0_to_7.4.0.3.sql
PerceptiveContentDB_Incremental-SS_7.2.3.0_to_7.4.0.3_Unicode.sq|l
PerceptiveContentDB_Incremental-SS_7.2.3.0_to_7.4.0.3_AdvancedFG.sql
PerceptiveContentDB_Incremental-SS_7.2.3.0_to_7.4.0.3_AdvancedFG_Unicode.sql

Starting with EP1 (7.4), some of the incremental scripts have been consolidated into a single script and
the type of schema is programmatically determined during the execution of the scripts.

Examples

PerceptiveContentDB_Incremental-SS_7.2.3.0_to_7.4.0.3.sql
PerceptiveContentDB_Incremental-SS_7.4.0.3_to_7.5.0.0.sql
PerceptiveContentDB_Incremental-SS_7.5.0.0_to_7.7.0.0.sql

Perceptive Content Database Upgrade Package

Starting with Perceptive Content EP2 (7.5) the IN_DB_UPGRADE package was created to facilitate
upgrading the Perceptive Content database schema and is the recommended approach for upgrading the
Perceptive Content database schema. The IN_DB_UPGRADE package can be used instead of the
incremental scripts mentioned in the previous section.

This upgrade package provides the following benefits over the traditional incremental scripts:

¢ Flexibility by facilitating schema upgrades to the latest versions from any previous version greater
than or equal to 7.1.3.3.

e Simplifies the upgrade process by facilitating the upgrade with just a few commands instead of having
to manually execute multiple incremental DDL scripts, in the proper order, to upgrade the database
schema to the latest version.

e Uptime options provide a way to perform expensive, long running operations in uptime during the
days or hours leading up to the downtime. This allows you to complete the qualifying uptime steps
strategically and incrementally over shorter increments of time using the MAX_MINUTES parameter.

For more information on the IN_DB_UPGRADE package, see the Perceptive Content Database Upgrade
Package for SQL Server Reference Guide.

Perceptive Content Database Utility

The IN_DB_UTIL database package is a collection of integrated procedures and functions that comprise
a framework to facilitate interprocess communication between procedures as well as provide a set of
scripts that are commonly used during database schema and maintenance operations.

The IN_DB_UTIL database package is leveraged by the Perceptive Content database IN._DB_UPGRADE
package during database upgrades but can also be utilized independently to perform various
maintenance tasks or leveraged as a framework for independent scripting initiatives.
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Among other things, the IN_DB_UTIL package includes the following maintenance procedures which can
be used as needed.

o IN_DB_UTIL_SP_CLEANUP_AUDIT_DATA

The IN_DB_UTIL_SP_CLEANUP_AUDIT_DATA stored procedure can be used to cleanup audit data
that is stored in the database.

o IN_DB_UTIL_SP_INDEX_MAINTENANCE

The IN_DB_UTIL_SP_INDEX_MAINTENANCE stored procedure can be used to perform basic index
maintenance including reorganizing and rebuilding indexes to reduce fragmentation or to implement
various index option changes to specified tables or indexes.

For more information on the IN_DB_UTIL package, see the Perceptive Content Database IN_DB_UTIL
Package for SQL Server Guide.

INUSER Schema Versions

The database schema version does not always align with the Perceptive Content version but in most
cases, the major and minor version will align with the application server. There are some releases of
Perceptive Content that do not include schema changes in which case the database schema version will
reflect the version number of the previous release as it becomes decoupled with the Perceptive Content
server. However, they often realign in a future release whenever there are accompanying schema
changes for a specific release.

At this point in time, the following versions of Perceptive Content do not have accompanying schema
changes: 7.3, 7.6 (EP3), 7.8 (22.1), 7.10 (23.1).

Schema Encoding and Filegroup Configuration

The schema version number includes several indicators as to the encoding and filegroup configuration in
use for the schema.

The INOW database creation script for an ANSI deployment with the basic filegroup configuration,
created with the SunflowerSS.sql database creation script, will not have any appended identifiers to the
schema version number. Example 7.9.0.0.

The INOW database creation script for a Unicode deployment with the basic filegroup configuration,
created with the SunflowerSS_Unicode.sql database creation script, will have a “u” appended to the
schema version number. Example 7.9.0.0u.

The INOW database creation script for an ANSI deployment with the advanced filegroup configuration,
created with the SunflowerSS_AdvancedFG.sql database creation script, will have an “a” appended to the
schema version number. Example 7.9.0.0a.

The INOW database creation script for a Unicode deployment with the advanced filegroup configuration,
created with the SunflowerSS-AdvancedFG_Unicode.sqgl database creation script, will have an “au”
appended to the schema version number. Example 7.9.0.0au.

For more information on the different filegroup configurations, see the Filegroup Configuration section of
this document.


https://docs.hyland.com/ImageNow/en_US/7.9/Admin/Print/Perceptive_Content_Database_IN_DB_UTIL_Package_for_SQL_Server_Reference_Guide_7.9.x.pdf
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Checking the Schema Version

The database schema version can be found in the inuser.IN_PRODUCT_MOD_HIST table. This table is
used to track the history of the schema, from creation through any schema upgrades. It can be queried
using the following SQL select statement:

SELECT * FROM inuser.IN PRODUCT MOD HIST ORDER BY MOD TIME;
Other options for determining the database schema version include:
Using IN_DB_UTIL

Note: You must create the IN_DB_UTIL package before you can use the following commands. For more
information, see the Perceptive Content Database Utility section of this document.

-— Get Current Schema Version
SELECT inuser.IN GET INOW VERSION /() ;

-— Get Schema Version History
EXEC inuser.IN SCHEMA GET HIST

From the Perceptive Content Application Server

intool.exe --cmd get-db-version

Example:
C:\inserver\bin64>intool.exe --cmd get-db-version
7.9.0.0u

Database Schema Validation

The Perceptive Content database schema can be validated by running the db-schema-validation
command from the Perceptive Content server. The schema validation command will check for any
schema inconsistencies that exist compared to what the server expects to find based on the current
version of the Perceptive Content application server.

The schema validation check includes a thorough check against all tables and includes the following:
e Table validation includes checking the table name, filegroup name.

¢ Column validation includes checking the table name, column name, position, datatype, max length,
nullability, and default value.

¢ Index validation includes checking the table name, index name, type, filegroup, column name,
column order, uniqueness, sort order, included columns, filter predicates.

e Primary Key constraint validation includes the table name, constraint name, filegroup name, column
name and position.

o Foreign Key constraint validation includes the table name, constraint name, column name and
position, referencing table name, column name and position, and whether the constraint is disabled or
not.

The following example reflects a clean schema validation check that did not find any inconsistencies.

C:\inserver\bin64>intool.exe —--cmd db-schema-validation

Verifying database schema encoding and version compatibility... done.
Processing external schema... done.

Transforming internal schema... done.

Comparing schemas... done.

Database validated. No inconsistencies detected.



For cases where you have deviated from the default filegroup configuration of the schema, the schema
validation will report on any tables or indexes that are not in their expected filegroup. You can override
this part of the schema check by using the --ignore-tablespace option as shown below.

intool --cmd db-schema-validation --ignore-tablespace

Note: While you can move certain tables or indexes into separate filegroups it is generally discouraged
since database upgrade scripts expect certain filegroups to exist when creating new tables or indexes.
The advanced configuration schema was created to facilitate spreading out the tables and indexes across
many filegroups to provide a means for spreading 10 across different volumes which can help with
performance and storage management.

Server Logins and Database Users

The Perceptive Content database creation scripts will create the server principals (SQL Login) which are
used to login to SQL Server by the application server and other components that connect to the
database. The server logins are mapped to the corresponding database users which are granted specific
database level privileges. It is important to understand the distinction between the different principals and
how they are related to each other.

The following table displays the relationships between the principals (logins and database users) and
schemas created by the database creation scripts as well as default privileges granted to each principal.

Server Principals / Logins Database Principals / Users

SQL Server Default Database | Default | Owned Default Database Role

Server Roles Login User Schema | Schemas

Login Status

inuser public enabled inuser inuser inuser db_owner

inemuser

inemuser | public disabled | inemuser | inuser Only has insert, update,
delete rows on the
IN_EXTERN_MSG
tables.

reports public disabled reports inuser db_datareader

Server Logins

Server logins are mapped to specific database users in one or more database. The server login is
assigned server level privileges. Server logins are used to login to the SQL Server instance and have
passwords. These default server level logins can be renamed as needed to adhere to your corporate
naming standards or to differentiate the logins between environments for clarity.

While a server login can be mapped to database users across multiple databases, it is recommended that
you map a server login to a database user within a single database. This one-to-one mapping will help
ensure proper user mapping and database access which is especially important in an environment that
hosts multiple databases.



Microsoft SQL Server Best Practices

Note: Server Logins created by the database creation scripts have default passwords, so it is important
that you immediately change these passwords using complex passwords that adhere to security best
practices.

INUSER

The inuser server principal (login) is the primary server login for the Perceptive Content application. This
is the login that will be used in the [ODBC] section of the inow.ini file and for the SQL Server
authentication login ID in the Microsoft SQL Server DSN Configuration of the ODBC Data Source.

INUSER Minimum Privileges

By default, the database creation scripts will grant the db_owner database role to the inuser database
user. If it is preferred, you can revoke the db_owner role and grant the following minimum privileges
instead.

e db _ddladmin
e db datareader
e db_datawriter

By default, the database creation scripts will grant the VIEW SERVER STATE server permission to the
inuser server login. This is used to support the collection of database related information within the
Diagnostic Server Information reports in the Perceptive Content management console. While this
privilege is not required for normal operation of the application, it can help administrators and technical
support troubleshoot certain performance related issues by having this additional information available to
them.

Note: The VIEW SERVER STATE privilege is required by the

IN. DB _UTIL_SP_DB_CONNECTIONS_COUNT and IN_DB_UTIL_SP_DB_ CONNECTIONS_ DISPLAY
stored procedures which is called by the IN.DB_UPGRADE_SP_DOWNTIME_STEPS stored procedure
during schema upgrades when using the IN_DB_UPGRADE package.

Quick Tips
e The default password for the inuser login is imagenow.

e The Perceptive Content application does not use fully qualified names (does not include the schema
name) so the inuser database user must have a default schema of inuser.

e The Server Login that maps to the inuser database user should never be granted the sysadmin
server role. Doing so will result in defaulting to the dbo schema, which will result in errors within the
Perceptive Content application due to not being able to find any of the tables in the inuser schema.

INEMUSER

The inemuser server principal (login) is a separate SQL Server login that is intended to be used by the
Perceptive Content External Messaging Agent (inserverEM.exe) for processing external messages
inserted directly into Perceptive Content external message tables. The limited privileges granted to the
inemuser user reduce the scope of access and visibility within the database to only the tables associated
with external messages.

Quick Tips
e The default password for inemuser is Externalmsg?.

e The inemuser login is locked by default. You must unlock the account if you intend to utilize it.
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e Before unlocking the inemuser login be sure to change the password using a strong password.

e To unlock the inemuser login, execute the following command.

alter login inemuser enable;

For more information on using inemuser for external messages, see the following documents on
docs.hyland.com:

e External Messaging Agent (Advanced Design and Setup Guides)

e Perceptive Content Database Installation Guide (Installation Guides)

REPORTS

The reports server principal (login) is a login that can be used to access the database with read only
access. The reports login is granted the db_datareader system privilege which allows it to read (SELECT)
from any table.

Quick Tips

e The default password for the reports user is imagenow.

e The reports account is locked by default. You must unlock the account if you intend to utilize it.
¢ Before unlocking the reports, login be sure to change the password using a strong password.

e To unlock the reports login, execute the following command. The default password for the reports
user is imagenow.

alter login reports enable;

Database Users

In addition to the server principles (logins) mentioned above, the Perceptive Content database creation
scripts will create three database principals (users). They are inuser, inemuser, and reports. Each user
has varying degrees of privileges within the database.

Note: The following database users should never be renamed and are expected to exist.

INUSER

The inuser database is the primary database user and contains most of the tables and indexes used by
the Perceptive Content application. The inuser database user owns the inuser and inemuser database
schemas. By default, the inuser database user is granted the db_owner database role.

For information on which privileges to grant the inuser database user if your corporate security guidelines
discourage granting the db_owner database role to database users, see the INUSER Minimum Privileges
section of this document.

INEMUSER

The inemuser database user has very limited access to the database and can only insert, update, and
delete from the following tables:

e inuser.IN_EXTERN_MSG
e inuser.IN_EXTERN_MSG_PROP
e inuser.IN_EXTERN_MSG_GROUP



e inemuser.IN_ EXTERN MSG_SEQ

REPORTS

The reports database user is a read only database user that has select privileges for all tables in the
database.

Database Schemas

The Perceptive Content database currently utilizes two different schemas to logically separate objects.
These schemas are expected to exist and should never be renamed.

INUSER

The primary schema is inuser which contains all the database objects including the tables, indexes,
stored procedures, and functions. The inuser schema is owned by the inuser database user.

INEMUSER

There is also the inemuser schema which currently only includes the IN_EXTERN_MSG_SEQ table.
This table is used to determine sequence numbers for incoming external messages.

INOW Database Objects

The INOW database consists of many tables and indexes across two different schemas (inuser and
inemuser). The following sections highlights the various types of database objects that are used across
the schemas.

Database Objects

The following chart represents a count of the different types of objects being used across the inuser and
inemuser schemas:

Object Type Count

Tables 399
Primary Key Constraints 398
Foreign Key Constraints 529
Clustered Indexes 399
Non-Clustered Indexes 633
Default Constraints 225
Synonyms 4

Sequences 1
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* As of schema version 7.9.0.0
Quick Tip

e Additional database objects are created when the IN_DB_UTIL and IN_DB_UPGRADE packages are
created. This includes additional tables, table types, stored procedures, functions, and synonyms
which are used for database upgrades and maintenance. The additional objects are prefixed with
IN_DB_UTIL_and IN_DB_UPGRADE_ respectfully.

Naming Conventions

There are various naming conventions used throughout the inuser database schema which are used to
help identify specific objects as well as distinguish which feature of Perceptive Content a table is
associated with.

The following naming conventions have been adopted throughout the Perceptive Content database.

o All table names are prefixed with IN_.

e All tables will have a clustered primary key constraint/index name that is prefixed with PK_.

e All foreign keys are prefixed with FK_.

o All objects associated with the IN_DB_UTIL package are prefixed with IN_DB_UTIL _.

e All objects associated with the IN_DB_UPGRADE package are prefixed with IN_DB_UPGRADE_.

Tables

The Perceptive Content database tables are used to store the metadata associated with every document
as well as static configuration data, and dynamic state data used to support the many features of
Perceptive Content.

The Perceptive Content database contains nearly 400 tables. Each table contains a clustered primary key
constraint (clustered index) that is sorted by the ID for that table.

Quick Tips
e There are no heaps in the Perceptive Content database.

o Every table is prefixed with “IN_". For example: IN_DOC.

Large Tables

Tables will vary in size but there are some tables that you can expect to grow relative to the creation of
new documents and the usage of various features within the product.

The following tables tend to be largest tables in the inuser schema:
e IN_AUDIT

e IN_AUDIT_DETAIL

e IN_AUDIT_OBJ

e IN_BATCH_ARCHIVE

e IN_DOC

e IN_DOC_KW

e IN_INSTANCE
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e IN_INSTANCE_PROP

e IN_LOGOB
e IN_LOGOB_SUBOB
e IN_PHSOB
e IN_PHSOB_SUBOB
« IN_SUBOB

e IN_SUBOB_ANNOT
e IN_SUBOB_ANNOT_COOR

e IN_SUBOB_ANNOT_FONT

e IN_SUBOB_ANNOT_TEXT

e IN_VERSION

e IN_VERSION_SUBOB

e IN_WF_ITEM

e IN_WF_ITEM_ARCH

e IN_WF_ITEM_HIST

e IN_WF_ITEM_HIST_ARCH

e IN_WF_ITEM_QUEUE_HIST

e IN_WF_ITEM_QUEUE_HIST_ARCH

Quick Tips

e Ensure that the filegroups for these tables have adequately sized autogrowth settings to prevent
frequent, excessive autogrowth events. Somewhere in the range of 200 MB to 500 MB.

e Ensure that monitoring and alerting is configured for the underlying disks to ensure that disks do not
fill up and prevent the filegroups from extending whenever necessary.

e Review growth rates periodically to ensure the underlying disks can accommodate forecasted growth
and utilization.

Volatile Tables

The following tables, along with their indexes, tend to be the most volatile tables due to the frequent DML
activity against these tables. Due to the volatility of these tables, the statistics on these tables and their
indexes often become stale faster than others. Additionally, these tables will often become fragmented
faster than other tables.

e IN_ALARM_AGENT_STATE
e IN_BATCH

« IN_DOC

e IN_INSTANCE
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e IN_INSTANCE_PROP

e IN_LOGOB
e IN_PHSOB
e IN_SC USR

e IN_VIEW COL

e IN_WF_AGENT_STATE

e IN_WF_ITEM

e IN_WF_ITEM_HIST

e IN_WF_ITEM_QUEUE_HIST
e IN_WF_QUEUE_ALARM
Quick Tips

e |tis advised to monitor the modification counters for all tables and update statistics often, with a
FULLSCAN, to ensure the optimizer has updated statistics that represents the current state of the
data in each table.

¢ In some cases, it may also be beneficial to reorganize or rebuild the indexes on each of these tables
if there is excessive fragmentation.

e It may be beneficial to set the FILLFACTOR attribute to something other than 0 or 100 to help reduce
fragmentation. A starting value of 95 is recommended.

Primary Keys

Every table in the Perceptive Content database has a clustered primary key constraint. This means that
all the tables in the inuser schema are clustered indexes rather than heaps.

Quick Tip

o All the clustered primary key constraints have a “PK_” prefix. For example, the clustered, primary key
constraint/index for the IN_DOC table is PK_DOC.

Primary Key Generation

Most of the Perceptive Content tables utilize a proprietary unique identifier generator that is used to
create surrogate primary key value for the table. The generated identifiers are 23 characters in length.
When the Perceptive Content server, or any other remote agent, establishes a database connection the
thread initialization process involves a database transaction that selects and increments the current value
for an internally managed sequence. The incremented value becomes the unique thread identifier to be
used for the life of the thread. For brevity we will call that the "seed" value. The unique thread identifier
(seed) along with other environmental components are used to derive a unique and naturally
incrementing unique ID which is used as the primary key for the tables.

Foreign Key Constraints

Foreign key constraints are utilized across the schema to represent relationships between parent and
child tables as well as to enforce data consistency between the tables.

All foreign keys that are created as part of the inuser schema have supporting indexes whose leading
column(s) align with the column(s) of the foreign key. These indexes enhance the performance of the
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joins between the primary and foreign keys and reduce the cost of maintaining the relationship between
the child and parent tables.

Quick Tip
e All the foreign key constraints have a “FK_” prefix. For example: FK_DOC_INSTANCE_ID.

Clustered Indexes

As a result of using clustered primary key constraints, every table in the Perceptive Content database has
a clustered index. A clustered index is an index that is used to store the data rows which are sorted by the
clustering key column(s). This means that all the tables/clustered indexes in the inuser schema are sorted
by the primary key column(s). Since clustered indexes are effectively the table (clustered table), they
contain all the columns and data for the table.

Quick Tips

¢ When evaluating execution plans for a query, the presence of a Clustered Index Scan, which will be
the index prefixed with “PK_”, is equivalent to a Table Scan.

e By default, the clustered indexes are stored in the PRIMARY filegroup or one of the filegroups that
end in _D if using the advanced filegroup schema.

¢ Since clustered indexes are used for every table, all non-clustered indexes in the inuser schema use
the clustered index key for the row locator, which points to the corresponding row in the table
(clustered index). Furthermore, these clustered index keys are stored in the non-clustered index leaf
nodes and are sometimes referred to as hidden columns since they are not otherwise specified
during index creation or included in the index DDL.

Non-clustered Indexes

The INOW database leverages many non-clustered indexes across the inuser tables to support the many
queries that are executed by the application server and the other agents. Some of the indexes are unique
while others are non-unique.

In addition to the key columns, and any included columns, each non-clustered index, it will also contain
the clustered index clustering key(s) value within the leaf nodes. These clustered index keys are stored in
the non-clustered index leaf nodes and are sometimes referred to as hidden columns within the index
since they are not otherwise specified during index creation. Those clustering key values are used to
lookup the rows (Key Lookup) on the Clustered Index when fetching any remaining columns that are not
covered by the non-clustered index. This contrasts with a heap table where the non-clustered indexes
would contain a ROWID locator for subsequent RID Lookups on the table (heap).

Quick Tips

e The non-clustered indexes use several naming conventions including an abbreviated nomenclature or
partial table name followed by an enumeration.

e Some of the non-clustered indexes have include columns defined for them.
e Some of the indexes are created as filtered indexes.

e By default, the non-clustered indexes are stored in the SECONDARY filegroup or one of the
filegroups that end in _I if using the advanced filegroup schema.
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Filtered Indexes

The Perceptive Content database schema uses filtered indexes on the IN_INSTANCE_PROP table to
limit the amount of data that is included in each index. By using predicates (WHERE clause) during index
creation, this helps keep the size of these indexes smaller on an otherwise very large table which can
help improve query performance and plan quality as well as reduce index maintenance and storage
costs.

The following IN_INSTANCE_PROP indexes contain predicates to filter the data being indexed:

INSTANCE PROP IDX 01
INSTANCE PROP_IDX 02
INSTANCE PROP_IDX 03
INSTANCE PROP_IDX 04

PROP_ID, IS NULL) WHERE (IS NULL = 1)

PROP_ID, IS NULL, STRING VAL) WHERE (STRING VAL IS NOT NULL)

PROP ID, IS NULL, NUMBER VAL) WHERE (IS NULL = 0)

PROP ID, IS NULL, TIME VAL) WHERE (TIME VAL <> '1970-01-01 00:00:00.000")

To use filtered indexes within the schema, the following database and session level options are required:

SET ANSI NULLS ON

SET ANSI PADDING ON

SET ANSI WARNINGS ON

SET ARITHABORT ON

SET CONCAT NULL YIELDS NULL ON
SET QUOTED_IDENTIFIER ON

SET NUMERIC ROUNDABORT OFF

Identity Columns

There are only two tables in the inuser schema that currently utilize identity columns. These tables rely on
the identity columns to generate sequential numbers to ensure FIFO processing of the records inserted
into these tables.

e inuser.IN_MESAGE (Message Queueing Persistence)
e inemuser.IN_EXTERN_MSG_SEQ (External Messaging)

Sequences

The Perceptive Content database uses a sequence to populate the IN. MESSAGE.MESSAGE_ID
column. This table is used to track messages between Rabbit MQ and the Perceptive Content server and
provides a means for message persistence and republishing.
CREATE SEQUENCE INUSER.IN MESSAGE SEQUENCE

MINVALUE 1

MAXVALUE 9223372036854775807

START WITH 1

INCREMENT BY 1

AS BIGINT

CYCLE CACHE 2000;

Default Constraints

For any columns that are defined with default values, a default value constraint is created for that column.
All default constraints in the inuser schema use system generated names and start with “DF__IN_".

The following default values are used across the inuser schema:

Default Value Usage Count

0 125
1 14
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Datatypes
The following datatypes and column lengths are used throughout the inuser schema.

Note: The Unicode version of the inuser schema varchar is replaced with the nvarchar datatype.

Type Max Length Precision Scale Usage Count

bigint 8 19 0 3
datetime 8 23 3 237
float 8 53 0 15
int 4 10 0 804
varchar 2 0 0 3
varchar 6 0 0 5
varchar 9 0 0 2
varchar 16 0 0 10
varchar 23 0 0 1,005
varchar 30 0 0 1
varchar 31 0 0 15
varchar 36 0 0 3
varchar 40 0 0 158
varchar 50 0 0 11
varchar 64 0 0 48
varchar 87 0 0 7
varchar 127 0 0 5
varchar 128 0 0 84
varchar 256 0 0 96
varchar 260 0 0 4
varchar 450 0 0 4
varchar 512 0 0 34
varchar 768 0 0 1
varchar 1024 0 0 19
varchar 2000 0 0 6
varchar 2048 0 0 6
varchar max 0 0 2
varbinary 4000 0 0 1
varbinary 6000 0 0 1

*As of schema version 7.9 (Perceptive Content 22.2)
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Database Connections
Database ODBC Drivers

The ODBC driver is used to facilitate connectivity to the database from the application server and remote
agents. These drivers are installed and configured on the application server and other hosts that require
connectivity to the database. There may be specific versions of the drivers that are not supported on a
specific platform due to incompatibilities or known issues.

e For a list of supported Microsoft ODBC drivers for each platform, see the Perceptive Content
Technical Specifications.

e For more details on the installation and configuration of the Microsoft ODBC drivers for SQL Server,
see the Perceptive Content Database Driver Installation and Configuration Guide.

e Beginning with Perceptive Content 7.3.0, you must manually download, install, and configure the
native Microsoft ODBC Drivers for SQL Server.

e Prior to Perceptive Content 7.3.0, DataDirect ODBC drivers were bundled with the application and
used for connectivity between the application and the database.

Database Password Encryption

All Perceptive Content agents will connect to the database using the SQL Server Login that is specified in
the inow.ini file. It is recommended that you encrypt all eligible settings, including the database user
password. If the password is changed at any point in time, you can manually encrypt the password using
the “inserver -encrypt-config” command which will update the odbc.user.password.encrypted
parameter.with the encrypted value specified in the odbc.user.password parameter.

Database Connection Pools

The Perceptive Content application uses self-managed database connection pools. This minimizes the
total number of database connections that is required since the application can use any of the pre-
established, available connections in the pool to handle requests from the server. This is especially
helpful for implementations where there is a high number of users. Additionally, maintaining connections
within a pool eliminates the overhead and latency associated with having to manage database
connections every time a user connects or disconnects to the application.

These connections are established with the database when the service is started and will persist until the
service is stopped. Database connections will remain idle until they are needed by the service at which
point the service will randomly use one of the available connections in the pool to communicate with the
database.

Database Connection Thresholds

Each Perceptive Content service or agent has its own connection pool and will create a specific number
of database connections based on the value specified for the num.workers parameter in its
corresponding initialization file.

For implementations with a high number of users and workloads there may not be enough database
connections in the pool to simultaneously process all the incoming work. This can cause work to queue
up and result in degradation of performance.

If you notice “User thread in queue exceeded the threshold” messages in the application logs, then it's
possible that the application server is not able to process requests in a timely manner. While there could
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be many different reasons for this, it's possible that the number of workers (database connections) needs
to be increased.

Depending on the type of agent and the current number of workers for the agent, you could consider
making small adjustments to increase the number of workers for a specific server. Alternatively, you can
also consider adding another server to create a separate pool of connections to handle the additional
capacity. For more information, see application documentation.

Quick Tip

e Be aware that increasing the number of worker threads or connections to the database will result in a
greater demand for resources such as memory and CPU so ensure the database server has
adequate capacity and worker threads to handle the increased load.

Automatic Database Reconnection

The Perceptive Content application can automatically reconnect to the database if the connection is
disconnected for any reason. If the connection to the database stops unexpectedly, Perceptive
Content automatically attempts to reestablish the connection once per minute for up to 60 minutes.

If Perceptive Content is unable to re-establish the database connection, then the ImageNow Server will
shut down.

Terminating Database Connections

IMPORTANT: Any database connection or process that is established by the Perceptive Content server,
or any of its remote agents should never be manually killed. Manually terminating a database connection
that is part of a Perceptive Content connection pool will create orphaned processes that will result in the
server going into a crash recovery state which can cause widespread instability across the application. If
there are any connections that need to be killed, then it is best to identify which server and agent the
connection belongs to and restart that service so that the application can cleanly terminate and deallocate
all resources and process associated with the connections to the database pool.

Database Connection Application Name

Each database connection sets the application name so that you can easily identify which service the
database connection is associated with. Each connection will have an application name that is prefixed
with “inserver” followed by the service prefix such as “Workflow” followed by the Perceptive Content
instance name at the end, such as “Primary”. If you have multiple servers configured for a particular
agent, then referencing the Host Name of the connection along with the application name will help
differentiate which server/service the database connection belongs to.

A few examples are:

¢ inserver-Primary — The main Perceptive Content Server service pool connection
¢ inserverWorkflow-Primary — A Workflow Agent pool connection

¢ inserverOSM-Primary — An OSM Agent pool connection.

e inserverlmp-Primary — An Import Agent pool connection.
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Database Timeout Settings

Be default, the Perceptive Content server considers a slow DB query as any query that takes 5 seconds
or longer and any queries that take longer than 50 seconds are considered a timeout situation and will be
terminated and cleaned up by the server.

For more information on parameters that can be used to adjust the various database and application
timeout thresholds, see the Perceptive Content Application Server Parameters section of this document.

Quick Tips

e Long running database queries can tie up server and database resources. Ensure that database
timeout settings are set to reasonable thresholds that ensure completion of database queries but are
not set too high. In most cases, the default settings are best.

¢ Do not increase database timeouts for the sake of slower queries which are likely to continue timing
out. Instead, review the queries and determine if configuration changes or database maintenance
could resolve the issue.

o Database timeouts should always be less than client socket timeouts. This will ensure clients will wait
for database operations to complete even if a database timeout occurs. If a client encounters a socket
timeout end users may retry operations, which could put additional load on the server and database.

Performance Considerations

There are many factors that can contribute to a degradation of performance within the Perceptive Content
application.

Database Maintenance

At the forefront of database performance is proper database maintenance. Ensure that recommended
maintenance such as updating statistics is completed regularly according to the recommendations
outlined in this document.

Slow DB Queries

Most queries executed by the Perceptive Content server and its agents complete in a fraction of a
second. However, there are some cases where certain queries can run longer. In most cases these are
queries that are executed by a view run. These queries are typically very complex and involve joining
many tables and include various predicates based on a users’ search criteria. These queries often start
with a TOP N construct such as “SELECT TOP 751”.

These slow database queries are logged by the Perceptive Content application server and, depending on
the configuration, will be contained within a log file that contains “SlowDbQuery” in the filename.

Slow database queries are preceded or followed by messages like the following:
e The following database query exceeded the configured time limit of 5.000000 seconds.

e Slow query detected when servicing with following database configuration:

Server Resources

Review CPU and Memory utilization on the database server to ensure you are not reaching the upper
limits of resource capacity. If CPU or memory utilization is frequently near or above 80% utilization, then
consider adding resources as needed.
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For more information, see the following resources:
e Monitor CPU Usage article on learn.microsoft.com

e Monitor Memory Usage article on learn.microsoft.com

Database File I/O

Review the I/0O metrics for the server and various database files, including the INOW database files and
transaction log, and tempdb database files. If any of the disks are displaying symptoms that might
indicate disk level contention or saturation, then review the placement of the files and the configuration of
the underlying storage to ensure that latency, IOPs and throughput meets your requirements.

For more information, see these resources:
e Storage Configuration section of this document.
e Troubleshoot slow SQL Serer performance cause by |/O issues article on learn.microsoft.com.

e Best practices provided by your storage vendor or virtualization software, if applicable.

Virtual Log Files

Database transaction logs consists of Virtual Log Files (VLFs) which are chunks of autogrowth extents
that can contribute to internal fragmentation of the transaction log.

A high number of VLFs can cause all manner of performance problems around backups, restores, log
clearing, replication, crash recovery, rollbacks, and even regular DML operations. Additionally, an
excessive number of virtual log files can cause long startup and backup times.

The threshold for which the number of VLFs will become a problem is debatable. However, if you find that
your transaction log has over one thousand VLFs then consider shrinking the log file and manually
resizing the log file using larger increments to reduce the total number of virtual log files. These steps are
further outlined in the Transaction Log section of this document.

For more information on Transaction Log and Virtual Log File, see the SQL Server transaction log
architecture and management guide page at learn.microsoft.com.

Defrag Files

Sometimes it may be necessary to defragment the database files at the operating system level using
native or third-party defragmentation tools. The following factors can contribute to fragmentation.

¢ Having many database files and logs that are located on the same disks.
e Co-locating database files with non-database files on the same disks.

e Allowing database files to autogrow frequently in small chunks rather pre-allocating space in larger
chunks to minimize autogrowth activity.

¢ Shrinking database files.

You can speed up most database maintenance processes by ensuring that your SQL Server database
and log files are defragmented before running a re-index operation. When you keep your database and
log files contiguous, the task of rebuilding indexes is faster and requires less I/O resources, resulting in
increased overall performance.

Defragmentation is an 1/O-intensive process that can negatively impact a busy SQL Server, so schedule
this task during off-peak hours. Choose a defragmentation tool to meet your needs. For example,


https://learn.microsoft.com/en-us/sql/relational-databases/performance-monitor/monitor-cpu-usage
https://learn.microsoft.com/en-us/sql/relational-databases/performance-monitor/monitor-cpu-usage
https://learn.microsoft.com/en-us/sql/relational-databases/performance-monitor/monitor-memory-usage
https://learn.microsoft.com/en-us/sql/relational-databases/performance-monitor/monitor-cpu-usage
https://learn.microsoft.com/en-us/troubleshoot/sql/database-engine/performance/troubleshoot-sql-io-performance
https://learn.microsoft.com/en-us/sql/relational-databases/performance-monitor/monitor-cpu-usage
https://learn.microsoft.com/en-us/sql/relational-databases/sql-server-transaction-log-architecture-and-management-guide
https://learn.microsoft.com/en-us/sql/relational-databases/sql-server-transaction-log-architecture-and-management-guide
https://learn.microsoft.com/
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Microsoft Windows provides a defragmentation utility that performs simple, manual defragmentation, but it
is not particularly suited for production environments. Instead, consider a third-party tool that offers
additional features such as scheduling.

Fragmentation reduces performance in range and table scans because of the amount of data that is
generally read during these scans. For example, if the drive head must search the entire disk to locate the
various pages to scan, it can radically slow query response time. In addition, fragmentation significantly
reduces performance on RAID devices.

To clarify, rebuilding indexes is not the same function as defragmenting SQL Server’s data files. The
indexes are rebuilt within the SQL Server data files, so SQL Server’s physical files are not affected.
Quick Tip

e When you evaluate defragmentation software, assess its capabilities to defragment SQL Server
database and log files online. If online defragmentation is not supported, you must stop SQL Server
services before running the defragmentation software.

Application Configuration

There are many factors that contribute to the overall performance of the application that are not related to
the database. It is highly recommended that you engage an application specialist or Professional
Services or Technical Support for any additional questions around the application.

While this is out of scope for this document, here are just a few things to consider:

e Ensure sufficient bandwidth between the client and server machines.

o Ensure the OSM has sufficient IOPS for expected throughput.

e Ensure logging is not elevated for long periods of time. debug.level.file = 0 is the default.

¢ Ensure object (document page) sizes being ingested are not overly large. Anything over 500-750k is
considered large. You could start seeing a slight degradation in performance for anything around
5MB in size. Limit the capturing of pages above 20MB as it can cause congestion and severely
impact performance when ingesting new documents.

Logging
Logging of slow database queries, by the Perceptive Content Server, can be controlled by setting the

following parameters within the inow.ini file. For more information regarding these parameters, see
product documentation.

[Statistics]
stats.query.log.type

stats.query.timer.period

e stats.query.start.time

e stats.query.action.length
e stats.query.plan.threshold
e stats.query.plan.freq

Additional application and database logging can be enabled by setting the following parameter in the
inserver.ini file. For more information on debug levels, see product documentation.
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[Logging]
e debug.level.file

Warning: Increased logging comes with increased overhead which can negatively impact the overall
performance of the system. Only increase logging levels for short periods of time while capturing relevant
information needed to troubleshoot performance issues. After you have captured the necessary
information be sure to return logging levels back to their default levels. Consult with product support for
any additional questions or guidance on troubleshooting performance issues.

Application Parameter num.workers

If you notice “User thread in queue exceeded the threshold” message in the application logs, then it's
possible that the application server is not able to process requests in a timely manner. While there could
be many different reasons for this, it's possible that the number of workers (database connections) needs
to be increased.

Verify that the num.workers setting in the inserver.ini file is set to reflect an accurate number of users. The
suggested ratio is to set one thread for every ten users. If you make significant changes to the
num.workers setting, make sure you re-evaluate the max worker threads setting in SQL Server.

If there are not enough connections in the database pool to handle all the simultaneous processes then
consider increasing the number of workers (num.workers) for the respective agent.

For more information, see product documentation.

Worker Threads

The max worker threads option configures the number of worker threads that are available to SQL Server
to process query requests, login, logout, and other similar application requests.

SQL Server documentation provides the formula it uses to calculate the value of max worker thread,
during startup, when using the default value of zero (0). The default calculated value is in part based on
the number of logical CPUs. The default setting is best for most systems and doesn’t usually require
being manually adjusted. However, depending on your system configuration, setting max worker
threads to a specific value sometimes improves performance.

If it is determined that the default or current number of worker threads is insufficient, then you can
configure that number by adjusting the max worker threads parameter.

The following query will display the calculated value of the max worker threads parameter.
SELECT max workers count FROM sys.dm os sys info;

To view the current settings for the max worker threads parameter, execute the following commands. If
config_value and run_value are both 0 (default) then it will use the value calculated during instance
startup as displayed using the query above. If the value is anything other than 0 then the value has been
manually set.

EXEC sp configure 'show advanced options', 1;
GO

RECONFIGURE;

GO

EXEC sp configure 'max worker threads';

GO

To assess the number of default max worker threads set in SQL Server, do the following:
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You can increase this number to cover the number of users accessing the SQL Server through
Perceptive Content using the following procedure:

1. In SQL Server Management Studio Object Explorer, right-click your server, and then select
Properties.

2. In the Server Properties dialog box, click the Processors tab.

In Maximum worker threads, type a new number for the threads that can accommodate the number of
simultaneous Perceptive Content users.

4. Click OK, and then stop and restart the database server as needed.
Quick Tip

¢ If you add application server agents or increase the num.workers parameter in the inserver.ini file or
any of the other Perceptive Content agent INI files then, re-evaluate the max worker threads setting in
SQL Server to determine if any corresponding adjustments should be made.

Troubleshooting Performance Issues

If a Perceptive Content system is not performing as expected there may be one or more contributing
factors. System wide performance issues can occur because of deviating from configuration best
practices, hardware bottlenecks, lack of maintenance, as well as application specific settings and
configurations. Because any of these conditions can result in systemic performance issues, it may not
always be easy to determine the cause or the best solution.

Having a good understanding of what the normal conditions are for your environment can be very helpful
when evaluating reports of performance issues. Monitoring the various components of the server by
taking periodic snapshots that represent normal conditions as well as continuously monitoring key metrics
to track performance counters can help administrators identify abnormal conditions which can help to
determine when performance issues began which can help to determine causation when troubleshooting.

Having the ability to alert administrators when abnormal conditions occur can provide early warnings and
awareness to potential issues. Consider leveraging tools that can provide ongoing monitoring and alerting
such as Splunk, database monitoring software or cloud native solutions provided by your vendors.

The following sections are intended to provide high level guidance on approaching performance issues.

Best Practices

Review the best practices, recommendations, and tips outlined within this document as well as other
relevant documentation to ensure they have been implemented. Review Appendix C for a checklist of
some common best practices.

Timing

Identify the point in time when performance began to degrade. Being able to pinpoint when the
performance issues began can help with finding the root cause. Additionally, understanding if there is a
pattern associated with the performance issues, such as a certain day or time(s) of day, can help
determine if a scheduled task, such as backups, or other jobs might be causing the problem. Often,
performance issues can be attributed to recent changes such as parameter changes, new features,

upgrades or patches, or other scheduled events. Having a point in time also helps to narrow down
searches when looking through log files.
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Scope

Asses the scope of the problem. Identify if the problem is isolated to a specific user, group of users,
feature, or is system wide. Understanding the scope of the problem can help with identifying a starting
point for analysis and troubleshooting. If the root cause of the problem is not immediately apparent or is
system wide, then review database and server logs for errors or messages and gather relevant
performance counters and wait event metrics across the system to identify any abnormal conditions.

Baselines

Performance metrics can be compared with previously collected baselines to help identify areas that have
changed and regressed in performance. Having baseline reports for various metrics will help you
understand what is normal and add context to any metrics you collect while troubleshooting performance
issues.

Prioritize Changes

After identifying possible causes of the performance issues, prioritize the potential changes according to
their anticipated effectiveness as well as the level of effort required to implement the changes such as
changes that are dynamic or easily changed vs changes that require a downtime or require a significant
effort to implement.

Incremental Changes

As you start planning the work to implement any changes to address performance issues, consider
making only one change at a time and evaluate its impact before making any other changes.
Incrementally making changes and evaluating relative performance metrics will help quantify the effects
of each change and help isolate which changes were most effective towards improving performance.

Gathering Performance Metrics

Measuring the performance counters of SQL Server and the operating system at the same time can be
useful to determine any correlation between them. There are many native and third-party tools that can
be leveraged to collect and report on performance counters when creating baseline performance reports
and when troubleshooting performance issues. The following native options are available for all
implementations.

Dynamic Management Views (DMVs)

You can query the various SQL Server DMVs and functions to help with monitoring the health of the
database server for tuning and troubleshooting performance. The DMVs are scoped into two categories,
Server-scoped and Database-scoped, both of which contain vast amounts of information regarding the
performance of the database server, instance, database, and queries.

For more information, see the following pages on learn.microsoft.com:
e System Dynamic Management Views

e DM_OS_SYS_INFO

OS Performance Counters

OS level performance counters can also be helpful when observing and recording real time performance
metrics to help find bottlenecks related to processors, disk queues, IOPs, memory, etc. Reference vendor
documentation for more details on setting up performance counters for your operating system.
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As with most metrics, the observed values require an understanding of what is “normal” and expected for
a given time to effectively make any conclusions relative to performance.

For more information, see the following page on learn.microsoft.com:

e Monitor Resource Usage

SQL Server Extended Events

Database activity can be traced using SQL Server Extended Events, which is a lightweight performance
monitoring system that enables users to collect data needed to monitor and troubleshoot problems in
SQL Server. You can leverage the existing QuickSessionStandard and QuickSessionTSQL sessions or
create a custom session using the New Session Wizard in SSMS or using custom scripts.

Once a session is created you can Start, Watch Live Data, and Stop the session as well as export the
results to a table or .XEL file for sharing.

For more information on creating Extended Events, see Appendix B of this document.

SQL Server Profiler

Similar to Extended Events, SQL Server Profiler can also be used to capture expensive queries being
executed against the database.

For optimal performance, use SQL Server Profiler to monitor only those events in which you are most
interested. Monitoring too many events adds overhead and can cause the trace file or table to grow very
large, especially when you monitor over a long period of time. In addition, use filtering to limit the amount
of data that is collected and to prevent traces from becoming too large.

When using SQL Profiler trace for troubleshooting, select the following events within the trace properties.

Note: A trace can be paused or stopped at any time to add/remove the events being traced. After making
the changes then restart the trace.

In the File menu select Properties then switch to the Events Selection Tab and ensure the following
events are selected. Ensure that the Show all events and Show all columns options are selected.

Stored Procedures

1. RPC:Completed

2. SP:StmtCompleted
TSQL

3. SQL:StmtCompleted
Performance

4. Showplan XML

Use the Column Filters option to limit the trace to queries that exceed certain thresholds. Be sure to
press OK after each change to a filter.

For Example:
e Specific Database Name
e Reads greater than 10,000

e Duration greater than 1 second (1000 milliseconds)
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e Application Name can also be used to limit the trace to a specific service such as inserver-Primary.
See the Database Connection Application Name section for more information.

SQL Server Activity Monitor

Activity Monitor in SQL Server Management Studio (SSMS) displays real-time information about SQL
Server processes and how these processes affect the current instance of SQL Server. It is recommended
that you download and install the latest version of SSMS.

Activity Monitor is a tabbed document window with the following expandable and collapsible

panes: Overview, Processes, Resource Waits, Data File 1/0, Recent Expensive Queries, and Active
Expensive Queries. When any pane is expanded, Activity Monitor queries the instance for information.
When a pane is collapsed, all querying activity stops for that pane. You can expand one or more panes at
the same time to view different kinds of activity on the instance.

Application Server Logs

The Perceptive Content application server logs contain information about slow database queries and
database query timeouts. It can also be configured to capture additional performance related statistics to
help identify poor performing database queries and server calls.

Note that certain parameter changes may be necessary to facilitate the logging of additional metrics for
troubleshooting purposes.

There are various parameters that can be used to customize the level and frequency of logging. For more
information, see the Perceptive Content Application Server Parameters section of this document.

For information on finding relevant log files, see the Perceptive Content Application Server Log Files
section of this document.

Warning: When increasing the level of logging there is additional overhead that is generated which can
negatively impact overall performance and result in creating many, large log files. Once representative
data has been collected, return logging levels back to default levels as soon as possible.

Perceptive Content Application Server

The following sections outline various components and application settings that are configured on the
Perceptive Content application server(s) but have a direct correlation to the database.

Perceptive Content Application Server Parameters

The following is a list of some of the Perceptive Content initialization parameters that affect database
connectivity, logging, query generation, auditing, etc. These parameters tend to affect the database more
than others so are highlighted for awareness.

For more information on the different parameters inow.ini and insever.ini, as well as other configuration
files, see the product documentation provided in docs.hyland.com.

It is recommended that you first consult with an application specialist or Perceptive Software Product
Support before making changes to parameters.
inow.ini

The following sections and parameters of the inow.ini file is noteworthy with respect to database
connectivity, auditing, view performance, and gathering database query statistics.


https://learn.microsoft.com/en-us/sql/ssms/download-sql-server-management-studio-ssms
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[Audit]

The following parameters influence where audited events will be logged. A value of 2 or 3 will result in
audited events being logged in the database in the IN_AUDIT, IN_AUDIT_OBJ, and IN_AUDIT_DETAIL
tables. When audit data is stored in the database then the three tables listed above will continue growing
unless data is purged. Audit data can be purged, according to your corporate retention policies for audit
data, using the IN_DB_UTIL_SP_CLEANUP_AUDIT_DATA stored procedure.

Note that when auditing is enabled, the logging of the audited events must be successful for the event to
continue. If auditing cannot be completed due to a filegroup filling up because a database file is unable to
extend, then this will prevent the application server from logging relevant audit data and will result in a
downtime. If this happens, you must take immediate action to facilitate the continuation of logging, such
as adding more space, or deleting old audit data, or temporarily disable auditing.

e audit.format
e audit.value.db.max.length

e audit.views.value.db.max.length

[ODBC]

The following parameters pertain to database connections between the application server to the
database.

e odbc.dbms

e odbc.dsn

e odbc.user.id

e odbc.user.password

e odbc.user.password.encrypted
¢ odbc.grid.max.fetch.count

e recovery.reuse.db.conn

[Statistics]

The following parameters pertain to the collection and frequency thresholds for query statistics.

e stats.query.log.type

stats.query.timer.period

e stats.query.start.time

e stats.query.action.length
o stats.query.plan.threshold

e stats.query.plan.freq

[Views]
The following parameters pertain to database query settings related to view performance.

e enable.sort.by.doc.creation.time
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e enable.recompile.query.hint

inserver.ini

The following sections and parameters of the inserver.ini file is noteworthy with respect to the number
server connections to the database and logging of slow database queries.

[General]

The following parameter controls how many sessions the inserver.exe service will establish with the
database.

e num.workers

If you frequently see the following message in the Perceptive Content application server logs then
consider increasing the num.workers parameter. This message indicates that at times the server is not
able to immediately process all incoming work resulting in a backlog in the work queue which can result in
sluggish behavior from a user’s perspective.

"User thread in queue exceeded the threshold"

Note: Other remote agents contain their own initialization files (ini) which have num.worker parameters
that control the number of database connections to establish for that particular agent. Be aware of
existing resource consumption on each server, as well as the database server, before adjusting the
number of workers for the server or any remote agents. Ensure that the affected servers, including the
database server, have sufficient resources to accommodate the planned increases.

[Logging]

The following parameters pertain to the logging level for the ImageNow server or for specific users which
can be used to gather more information during troubleshooting.

e debug.level.file
e [user].debug.level.file

Warning: When increasing the level of logging there is additional overhead that is generated which can
negatively impact overall performance and result in creating many, large log files. Once representative
data has been collected, return logging levels back to default levels as soon as possible.

Log Files

Once a parameter has been adjusted, and the relevant service restarted, additional logs and query details
can be found in the log files located in the following directories:

e inserver\log
e inserver\performance_stats_logs

e inserven\log\error_logs\<yyyymmdd>

Look for logs with a file names similar to the following:
e inserver_Primary_<yyyymmdd>.log
e <user>_ inserver_Primary_<yyyymmdd>.log

*

e * performancestats_



e * SlowDBQuery_*
e * SlowServerCall_*

e *_QueryStatsDetails_*

Timeout Parameters

There are various places where database and socket related timeout thresholds can be defined. Careful
consideration and subsequent monitoring should take place after making any parameter changes to
ensure the adjustments of any timeout settings do not result in application instability or performance
issues.

Consider the following important details before adjusting any timeout settings.

¢ Important It is recommended that you consult an application specialist or Perceptive Content Product
Support before making any changes to any of the following parameters.

e Review database query statistics, in the Perceptive Content Server logs, for the DB calls being
executed by the server. If a vast majority of database queries complete within a certain threshold,
such as 30 seconds for example, and if most (99%) of the remaining queries take longer than 50
seconds (default) then consider decreasing the DB timeouts to 30 seconds. Troubleshoot and review
the tuning options to address the remaining queries that timing out.

¢ Integration Server default connection timeout settings are lower than DB timeout defaults which can
cause significant overhead in a production environment when running DB intensive operations that
are known to timeout frequently.

¢ Ensure that connection/socket timeouts are always set to a value greater than the DB timeout value.

o For parameters that can be set in multiple configuration files, the settings in inow.ini contain the
default values for all agents but you can override the defaults for each agent by setting the
parameters in the specific parameter files.

Parameter Name and Description Configuration File  Group Default

odbc.timeout.seconds inow.ini [ODBC] 50

Specifies the number of seconds that a SQL action
can take prior to timing

out with an error. It is recommended that this
setting be lower than any client socket timeouts
specified as the DB operation can persist and
consume a worker thread even if the client has
disconnected due to a socket timeout.

socket.login.timeout inow.ini [Remote] | 60
Specifies the value in seconds for the client imagenow.ini
connections socket timeout during login. This can
be used by remote agents and the Perceptive
Content Thick client.




socket.default.timeout inow.ini [Remote] | 60

Specifies the value in seconds for the client imagenow.ini
connections socket timeout. This can be used by
remote agents and the Perceptive Content Thick
Client.

connection.timeout.socket integrationserver.ini | [General] | 1

Specifies how many seconds to wait for a successful
socket connection to ImageNow Server before
terminating the connection to Perceptive Content
Server.

connection.timeout.logon integrationserver.ini | [General] | 30

Specifies how many seconds to wait for successful
login before terminating the socket connection to
Perceptive Content Server.

connection.timeout.search integrationserver.ini | [General] | 30

Specifies how many seconds to wait for search calls
before terminating the socket connection to
Perceptive Content Server

connection.timeout.erm integrationserver.ini | [General] | 30

Specifies how many seconds to wait for ERM before
terminating the socket connection to Perceptive
Content Server.

connection.timeout.default integrationserver.ini | [General] | 30

Specifies how many seconds to wait for server calls
to establish a client session before terminating the
socket connection to Perceptive Content Server.

Statistics and Time Travel Logging Parameters

The following parameters can be used to gather additional logging when troubleshooting or evaluating the
performance of various database queries and server calls.

Parameter Name and Description Configuration Group Default
File



ttlogger.server.call.enabled inow.ini [Logging] | TRUE

Determines if Time Travel Logging (TTL) will dump when | agent.ini
a server call exceeds its threshold.

ttlogger.server.time.thresh inow.ini [Logging] | 10.0

If a server call takes longer than this time (seconds) then | agent.ini
TTL will dump to file.

ttlogger.sql.enabled inow.ini [Logging] | TRUE

Determines if TTL will dump when an SQL query exceeds | agent.ini
its threshold.

ttlogger.sql.time.thresh inow.ini [Logging] | 5.0

If an SQL query takes longer than this time (seconds) agent.ini
then TTL will dump to a file.

stats.query.plan.threshold inow.ini [Statistics] | 1.0

Specifies, in seconds, the threshold for queries. Any agent.ini
query that takes longer to run than the threshold is
included in the log. The query is logged in a separate
details log where the execution plan for that query is
written. Can be any positive integer from 0 to 3599.999.

stats.query.plan.freq inow.ini [Statistics] | 1

Specifies how often query plans are included in the log. | agent.ini
Can be any positive integer from 0 to 100.

0 = Query plans are not logged.

n = Query plans that exceed the threshold specified in
stats.query.plan.threshold are included in every n log
periods and are logged to a separate details log.

For example, stats.query.plan.freq = 2 means query plans
are logged once every two log periods.

Perceptive Content Views

Perceptive Content provides users with a way to search for, view, and interact with documents. These
searches are also known as a “view” and should not be confused with views that are created and defined
at the database level. Perceptive Content does not use database views in the literal sense. When a view
or search is executed in Perceptive Content, an SQL query is dynamically generated and executed
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against the database to fetch the qualifying rows. These dynamically generated queries cannot be
manually modified by a database administrator.

Views are be created, modified, copied, shared, and deleted using the Perceptive Content View Designer
which is accessible from the Perceptive Content Management Console. You can also search for
documents, among other things, from the Perceptive Content Explorer which allows you run views and
other searches.

The search conditions and filters specified for a view or within the document explorer can have a
significant impact on the performance of the generated SQL queries. There are many properties, filters,
and operators that can be used when creating a view to ensure the desired documents are returned by
the view. It is helpful to understand the underlying query that is generated and executed to retrieve the
documents for the view. As with any database query, the predicates applied to a query can have a
significant impact on the performance of a query.

Quick Tip

e Perceptive Content Views use an internally developed scripting language called Visual Script
Language (VSL) that is used to dynamically generate database queries when running a view
in Perceptive Content. For more information on the VSL properties and operators that are used with
creating a view in Perceptive Content, see the Use VSL help pages on docs.hyland.com.

Troubleshooting Perceptive Content Views

If there are document searches, views, etc. that are either timing out or running slow then the users
running the searches/views will likely be impacted and bring it to an administrator’s attention. In those
cases, it is recommended to review the problematic view properties to determine which conditions or
filters might be contributing to the performance problem. Reviewing the execution plans for slow views
can help determine where the bottlenecks are and provide insight into how a view might need to be
modified (properties, filters, operators) to refine the scope and improve performance. Perceptive Content
server logs details on slow database queries that, by default, take 5 seconds or longer to complete.

When creating a view, it is often tempting to try and create a single view that meets a long list of criteria to
return a desired list of documents that a user is searching for. In most cases this is easily done, but there
are times when it is more practical and performant to create two or more views instead.

A poorly constructed view within the Perceptive Content application can have a significant impact for
individual users as well as the overall system.

Database Query Execution Plans

Perceptive Content Views generate complex queries. On SQL Server, when reviewing the execution plan
for views, we commonly see the query optimizer terminate early, before evaluating all the options, which
results in either a Time Out or Good Enough Plan Found. This can sometimes result in suboptimal
execution plans that can result in views running slow or timing out if they elapse the defined timeout
settings.

Performance Regression

It's possible that a Perceptive Content view that performed at acceptable levels previously start running
slow and even starts timing out. There are many conditions that could lead to regression, and some are
listed below.

¢ Manual changes to the view which are reflected within the generated SQL query.

e Conditions
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o Filters
e  Custom Properties

e Maximum Results

Changes to a user’s privileges which increases the scope of the search.

Bad query execution plans due to:

e Out of date (stale) statistics.

e Updated statistics with small sample sizes.
¢ Insufficient memory grants (spills to tempdb)
e Missing indexes.

Database parameter changes.

e compatibility_level

e legacy_cardinality_estimation (LCE)
Perceptive Content parameters

e enable.sort.by.doc.creation.time

e enable.recompile.query.hint

Server Resource Limitations

e |OPs and Throughput

e CPU

e Memory

Process for Troubleshooting Views

Troubleshooting the performance of views can sometimes be challenging and often requires
communication and collaboration between the users, administrators, and DBAs to evaluate the conditions

that might be causing a view to perform poorly.

Here are some common questions to ask when troubleshooting views. You can find the answers to these
questions by collaborating with the Perceptive Content administrators and users as well as reviewing the
Perceptive Content server logs and querying the SQL Server DMVs or using SQL Profiler or Extended
Event Sessions. For more information, see the Gathering Performance Metrics section of this document.

Application

What is the name of the view?

How long does the view take to run? Are they timing out?
Does it always take that long?

Which user(s) are running the view?

What drawers does the user have privileges to?

Is the user a manager and have access to many drawers?

Database
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What is the execution plan for the underlying query?

What values did the parameters contain during execution?

Does the generated query also run slow when manually executed in SSMS?
Did it use the indexes you would expect or hope it would use?

Where did it spend most of its time?

What were the top waits?

Are server resources at or below expected thresholds?

Have statistics been updated recently with a full scan?

Application and Database

Are there any missing indexes? See Database Schema Validation.

What operations are taking the most time?

What conditions do those slow operations map to in the view?

Can we further customize the view conditions and filters to improve performance?

Do we need to add more conditions on document keys to ensure it aligns with the existing indexes?
Do we have any unnecessary arguments/conditions?

Can we add conditions on document creation times to narrow the scope of the searches?

Can we limit or replace exclusion or inequality conditions with inclusion and equality conditions?

Does it make sense to break up the view into two or more views so that it can be more effective?

Quick Tips

If there are views that are consistently timing out and causing systemic performance issues, then
consider disabling the views until they can be tuned. This can be accomplished by unchecking Is
active in the General tab of the View Properties. Alternatively, consider unchecking the
Automatically run this view option to prevent it from running automatically.

It is advised that you make a copy of the view for testing while preserving the current state of the
existing view for comparison. Evaluate the results and the performance of the view by testing the
changes and comparing them with the original view. Replace the existing view once you are satisfied
with the results and performance of the new view.

Testing

Before modifying a view, make a copy of the view to use for testing, then make changes based on the
performance considerations below until the view performs in an acceptable manner while also returning
the appropriate and necessary data.

After reviewing the questions above and making changes to the view, re-evaluate the results.

Are the view/query results, correct?
Was it faster or slower?
What does the database execution plan show?

What operations are taking the most time?
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¢ What conditions do those slow operations map to in the view?

e Can we further customize the view conditions and filters for even better performance?
e Do we need to add more conditions to ensure it aligns with the existing indexes?

¢ Do we have any unnecessary arguments/conditions?

e Does it make sense to break up the view into two or more views so that it can be more effective?

Performance Considerations

Consider the following when evaluating the performance of a problematic view.

User Privileges

It is advised to limit the privileges of users to the lowest level of privileges possible. This helps with
security but also limits the scope of data that qualifies during searches which can make a difference with
performance. For example, “superusers” such as department managers or users with access to many
departments and drawers can often encounter slow views due to the wide scope of searches.

Conditions and Filters

The conditions and filters that are applied to a view control the predicates that are added to the underlying
database query and is one of the most significant factors affecting the performance of a view. The
conditions are added as predicates (WHERE clause) to the query and dictate the scope of searches as
well which indexes will be used.

Document Keys and Properties

Adding conditions and filters on document keys and properties help ensure that query execution plans
start on the IN_DOC table and leverage existing database indexes. In most cases, adding conditions
using multiple Document keys results in better performing views.

The following images show a few of the available options for Document Key conditions.
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1 Add Condition >
Constrain by:  Document key e
Type: Momal v
Field: Drawer il
Drawer

Operator: Fadt

perater Field2

Field3

Walue: Field4
Field5

I Type

Any document key

The following fields map to the following IN_DOC table columns:
Drawer = DRAWER_ID (Drawer Name)
Field1 = FOLDER

Field2 = TAB
Field3 = F3
Field4 = F4
Field5 = F5

Type = DOC_TYPE_ID (Document Type Name)

Document Creation Time

Adding a condition on the document creation time can significantly reduce the number of qualifying
documents and help promote better performance for a view. The following examples leverage the
IN_DOC.CREATION_TIME column.

The following example can be used to limit the results to qualifying documents created within the last 30
days. The resulting query will include the following predicate: doc. CREATION_TIME >= @P1
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Add Condition >
Constrain by:  Document property e
Type: Mormal w
Field: Created within (days) b
Operator: is equal to o
Value: 0

The following example can be used to limit the results to qualifying documents created after a specific
timestamp based on the timestamp provided by the user when prompted while running the view. The
resulting query will include the following predicate: doc. CREATION_TIME > @P1

Add Condition X
Constrain by:  Date ™
Type: Prompted >
Field: Created i
Operator: is greater than -
Message: |Minimum Document Creation Timestamp|

Custom Properties

Limit the number of custom properties used to constrain the data in the views. For each custom property
that is added as a search condition to a view, a separate LEFT OUTER JOIN on the
IN_INSTANCE_PRORP table is added to the query which can increase the complexity and scope of the
search for the generated database query.

To test the performance of your view without the custom properties, try removing the custom property
columns from the view. Know that it's not enough to simply “Remove Column” or uncheck the column as
that will simply toggle whether or not the column is displayed in the viewer and it will still be fetched as
part of view. To completely remove the column from the view and the underlying query, you must select
the column and then use the “Remove” button in the View Designer then save the changes.
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Columns x

Column Label s Add...
[ Workflow Status
[ Workflow User
[ Werkflow Item ID Mave Down
[1 Summary Task Status
[ Summary Task Count (Active)
] Summary Task Count (Inactive)
[ Next Task Due
File Type
[ Score
[] Details
String CP =

Cancel

Use Equality and Inclusive Filters

Review the conditions and public/private filters for the view and limit or replace exclusion or inequality
conditions with inclusion and equality conditions as much as possible.

Examples:

Use is equal to instead of is not equal to

Use starts with instead of does not start with
Use is one of instead of is not one of

Use is between instead of is not between
Quick Tip

¢ When using ranges such as “between” or “greater than” and “less than”, be sure to specify values
with relatively small ranges to narrow the scope of searches.

Contains and Ends With

When you run a view that uses the contains, does not contain, ends with, or does not end
with operators, it can slow Perceptive Content server performance, depending on the volume of
documents.

The following illustrates the predicates that are added to the database queries when filters are added to a
view using the following conditions. These conditions will result in full table scan of one or more tables
due to the leading wildcard, which will not perform well for larger data sets.

Contains (kw.KEYWORDS LIKE '%test%' ESCAPE '\')

Does Not Contain (kw.KEYWORDS IS NULL OR kw.KEYWORDS NOT LIKE '%test%' ESCAPE '\')
Ends with (kw.KEYWORDS LIKE '%test' ESCAPE '\')

Does not end with (kw.KEYWORDS IS NULL OR kw.KEYWORDS NOT LIKE "%test" ESCAPE "\"))
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Sorting

If the view is configured to sort by a particular column, resulting in an ORDER BY clause being part of the
query, but returns less rows than the maximum results allowed for the view then consider resetting the
sort order to remove the sort from the query and instead sort the columns within the viewer afterwards by
selecting the column you want to sort by. However, if the view normally indicates that more than the
maximum was returned then you may want to preserve the sorting or consider adding or modifying the
conditions and filters for the view to help narrow down the scope of the search.

The sort order for a view can be removed by finding the column that the sorting has been applied to and
right clicking to bring up the menu/options and selecting “Reset Sort Order”.

ﬂl _J | Name | Mrawiar | Fialg
Columns v

Sort Ascending
Sort Descending
Reset Sort Order
Best Fit

Remove Column

Show Group Area

Group by this Column
Remove Column Grouping
Group by Keys

Expand All Groups
Collapse All Groups

Maximum Results (TOP N rows)

Note that by default, the maximum results are adjusted using a default factor of n x 1.5 + 1 when
determining the TOP rows to query from the database. For example, when using the default of 500 rows
the generated database query will SELECT the TOP 751 qualifying rows. Note that the number or rows
you choose can affect the performance of the view.
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View Properties x

General Search Security

Name: User Wiew
Type: Document
Description: User View

Maximum resutts: |g:]| T

Ak

ls active

Automatically un this view

Cancel

Inow.ini [View] settings

The following settings are available under the [Views] group in the inow.ini configuration file. These
parameters can have a significant impact on the performance of some views. It is recommended that both
parameters are set to TRUE. Note that this is a system wide change and affects all views.

Parameter Default Description

enable.sort.by.doc.creation.time | TRUE Uses the IN_DOCUMENT table's creation time
rather than the IN_INSTANCE creation time for
VSL statements.

enable.recompile.query.hint FALSE Enables the RECOMPILE query hint on Microsoft
SQL Server VSL statements to ensure that cached
execution plans generated between different users
do not cause sub-optimal execution times. The
RECOMPILE query hint may increase view
performance at the cost of higher database CPU
utilization. If database resources permit, enabling
this setting is recommended.
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Additional Tuning Steps

If traditional tuning measures, such as updating statistics using 100% sample sizes (FULLSCAN), or
updating the view conditions and filters, or carefully implementing a custom index is unsuccessful then, in
rare cases, you may need to force an execution plan for a view/query that cannot otherwise be modified.

For those cases you may consider using the following:
e Use the Query Store to force a specific execution plan, if a better one exists.

¢ Implement a Plan Guide for the query. Note, however, that Plan Guides are not easy to implement
and any changes to the query, including the number of parameters, will prevent the Plan Guide from
being used.

Recommended or Missing Indexes
Having to add custom indexes is usually a rare occurrence but can sometimes be helpful in certain cases.

In some cases, the query optimizer or tuning advisors may recommend the creation of a new index or
combination of statistics. Be aware that these recommendations often only include the potential benefit
for a specific query and give no consideration towards the overall effects to the rest of the database. As
such, these recommendations should be carefully considered. In many cases, the recommended indexes
may, or may not, significantly benefit the query.

In many cases the recommended indexes will include many columns making it a very large index that
introduces additional overhead during DML operations or maintenance operations such as updating
statistics or rebuilding indexes. Always be sure you understand the overall impact towards the database
before adding a new index. If possible, evaluate the impact to the query and the overall system in a non-
production environment before promoting the change to production.

For more information on creating custom indexes, see the Database Use Policy section of this document.

Create Statistics

Instead of creating new indexes, consider creating column level statistics to provide more information to
the optimizer. This may be more desirable over creating a new index since there is less overhead
associated with statistics. Note that these statistics will also need to be updated along with the other
statistics which can increase the amount of time it takes to update statistics for a specific table.

Create custom statistics on columns or column pairs to provide more info to the optimizer and ensure that
stats are updated often using 100% sampling (FULLSCAN).
Documentation of Views

If considerable effort has gone into tuning a specific Perceptive Content view, then be sure to document
why a view is constructed a certain way. Describe the changes to the view to help communicate previous
tuning efforts for awareness.

High Availability Options

This section provides a general overview of the database high availability options that are compatible with
a Perceptive Content database.
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Always On Availability Groups

The Always On availability groups (AG) feature is a high-availability and disaster-recovery solution which
can also be used for managing backups from secondary replicas and allowing read-only access to
secondary replicas for reporting purposes.

Always On Availability Group recommendations

The following settings are highly recommended for an Availability Group that includes the Perceptive
Content (INOW) database.

e Availability Mode = Synchronous Commit
e Failover Mode = Automatic
¢ Readable Secondary = No

Important It is mandatory that you do not set Readable Secondary to Yes for any of the replicas. This is
due to critical issues that can arise within the Perceptive Content application after an automatic or manual
failover event for which the application is allowed to automatically reconnect to a readable secondary
replica during the database failover process.

Read-Intent Only readable secondary replicas

We do not recommend setting Readable Secondary to Read-Intent Only unless you have a critical need
to use the secondary replicas to offload specific workloads. If there is a need to route read-intent
connections to a readable secondary replica then the Read-Intent Only readable secondary option is
acceptable. Note that with Read-Intent Only readable secondaries the Perceptive Content application
failover process takes longer to complete compared to setting Readable Secondary to No. If using a
readable secondary replica then be aware of the effects that long running transactions and queries can
have between the replicas. For more information, see the Limitations and Restrictions page on
learn.microsoft.com.

For more information on Always On availability groups, see the Always On availability groups: a high-
availability and disaster-recovery solution page at learn.microsoft.com.

Failover Clustering

Failover clustering exists on top of a Windows cluster. When a server, resource, or cluster aware
application within the cluster becomes unavailable, its work is automatically transferred to another server
that is available within that cluster, minimizing system downtime.

For more information on failover clustering, see the Always On Failover Cluster Instances (SQL Server)
page at learn.microsoft.com.

Log Shipping

SQL Server provides the ability to use log shipping, which can increase a database’s availability by
automatically copying and restoring the database transaction logs to another database on a standby
server.

The standby server receives all changes made to the original database. Therefore, it is an exact duplicate
of the original database that is out of date only by the delay in the copy and restore process.

This failover solution involves manual intervention to initiate a role change between databases. If the
server on which the original database resides becomes unavailable, the database administrator must
perform steps to bring the standby server online.
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Log shipping can be used to implement scripted delays or lag times when applying transaction logs to the
secondary database to help protect against unintentional data loss. The intentional delay in applying the
transaction logs to the standby database provides an increased window of time for administrators to react
to situations where unintentional updates or deletes were executed on the primary database.

For more information on log shipping, see the About Log Shipping (SQL Server) page on
learn.microsoft.com.

Database Mirroring

SQL Server also provides database mirroring as a failover solution. This process moves database
transactions from one SQL Server database to another SQL Server database on a different instance of
SQL Server. The mirrored copy is a standby copy and cannot be accessed directly; it is only used as a
failover solution. Mirroring offers three different modes of implementation, depending on how you want to
handle failover processing:

* High-safety with a witness (synchronous)—failover is automatic
+ High-safety without a witness (synchronous)—failover is manual
* High-performance (asynchronous)—failover is manual

Note that the database mirroring feature will be removed in a future version of SQL Server and so should
be avoided. Use Always On availability groups instead.

AWS Cloud

If you are deploying Perceptive Content within AWS, then you have additional options regarding High
Availability and Disaster Recovery.

Consider the following options based on whether you are deploying SQL Server using AWS RDS or
managing your own SQL Server instance using Elastic Cloud Compute (EC2) instances.

Amazon EC2 for SQL Server

For AWS implementations, where you are installing and managing your own SQL Server instances on
Amazon EC2, you have the same options that are available to you with On-Prem solutions. Deploying
SQL Server in the cloud can be more cost effective and reliable depending on the solution you
implement.

For more information, see the AWS documentation for High Availability for Amazon EC2 for SQL Server.

Amazon RDS

Amazon RDS supports Multi Availability Zone (AZ) deployments for Microsoft SQL Server by using either
SQL Server Database Mirroring (DBM) or Always On Availability Groups (AG). This can be configured for
automatic failover to ensure business continuity if the primary instance becomes unavailable for any
reason.

For more information, see the AWS documentation for Multi-AZ DB instance deployments.

Database Refreshes

It is recommended that in addition to your production environment you also have at least one non-
production environment available for testing upgrades and other configuration changes. If possible, create
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your test environments in an identical manner to your production environment as this will provide the most
value in terms of comparing performance and evaluating the effects of any planned changes.

Implement change management policies and procedures for recording and approving all changes. This
will help with consistency between environments, accountability, and facilitate the documenting of
changes for future reference.

The following steps provide a high-level outline of the steps necessary when creating or refreshing a test
database from a production backup.

Note: The test database(s) should not be created on the same server as the production database.

The following steps should be performed by a Database Administrator (DBA).

Backup Production Database
Take a new full database backup of the production database or use a previously taken backup.

Create a Full Database Backup

Copy Database Backups

Make sure all the necessary backup pieces are available on the new server by either copying the files or
using network attached storage that contains the backups.

Restore Database

Create a new database or overwrite an existing test database by restoring the database using the backup
from production. This can be done using SQL Server Management Studio (SSMS) or using T-SQL
Restore statements.

Restore a Database Backup Using SSMS

Restore Statements (Transact-SQL)

Scrubbing Sensitive Data

Perceptive Content does not currently provide tools for scrubbing data. If you have sensitive data in your
production environment that is being copied to a test environment, then you must use the same security
measures that are used in production to secure your data. Other options include making changes to user
privileges to prevent access to sensitive data or using third party tools to scrub or obfuscate the sensitive
data prior to being accessed by users.

Map Server principals (logins) to the database users

If you are overwriting an existing database on the new server, and the server logins already exist, then it
may be necessary to execute the following command to map the server login to the database user.

The following example demonstrates the command to map an inowtst_inuser login to the inuser database
user for the INOW_TEST database. Change the database name and server login name as necessary for
the environment. The database user and the default_schema should always be inuser.

USE INOW TEST

GO

ALTER USER inuser WITH LOGIN = inowtst inuser, DEFAULT SCHEMA = inuser;
GO
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Cleanup License Tables

After restoring the database, the production licenses will need to be purged and replaced with licenses
that correspond to the test environment. For more information, see the ImageNow: How to purge the
Perceptive Content (ImageNow) license tables article at Hyland Community.

ODBC/DSN

Ensure the [ODBC] section of the inow.ini file is updated to reflect the DSN name and login username
and password for the database. Test the ODBC DSN connectivity from the Perceptive Content application
server to the database.

For more information on installing and configuring the Microsoft SQL Server native ODBC drivers, see the
Database ODBC Drivers section of this document.

Upload Licenses

The Perceptive Content administrator will need to perform the steps to license the new server. If the test
environment has been previously licensed and the Perceptive Content server hardware has not been
changed and those licenses have not expired, then you can reuse and reload those existing licenses.
Otherwise, reference the following article for instructions.

ImageNow: How to license a Perceptive Content environment

Database Corruption

Occasionally, your database may experience corruption. A corrupt database is one that has lost some of
its data or functionality. It is extremely important to have proper monitoring and frequent checks to ensure
that any corruption is immediately identified and addressed. Any delays in resolving corruption can result
in unrecoverable situations for the affected data pages and result in data inconsistencies.

Causes of corruption include (but are not limited to) the following:
e Hard disk/controller errors.

e Memory errors.

e Network errors.

e Power interruptions (losses, dips, or surges).

e Lightning.

¢ Rebooting or turning off the server while the database is open.

e The server crashing or freezing while the database is open.

Running DBCC CHECKDB

Include the Check Database Integrity task as part of your regular maintenance plans. This option causes
certain DBCC commands to be executed against the database to check for corruption.

For more information, see the following resources:

e Check Database Integrity section of this document.
e Check Database Integrity Task (Maintenance Plan) page at learn.microsoft.com.
e DBCC CHECKDB (Transact-SQL) page at learn.microsoft.com.
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Verifying Backups
Consider using the following options when backing your database to ensure the backups are reliable.
e Verify backup when finished.
e Perform checksum before writing to media.

e Check the database integrity immediately prior to backing up a database to ensure you are not
overwriting your last good backup with one that contains errors.

Proactively Checking for Corruption
SQL Server will log one or more the following 1/O-related events in its error log:
e 823: Aread or write failed.

o 824: A page was successfully read from disk, but there is something wrong with the

e page.
e 825: A page was successfully read from disk, but the initial read request failed.

SQL Server Agent alerts can be configured to monitor for these errors (and other high-severity errors),
which can provide early notification that there may be issues related to the disk subsystem that houses
the Perceptive Content database files.

For more information on creating SQL jobs to send alerts if 823, 824, or 825 errors are reported by SQL
Server, see the Document Monitoring > Alerts section of this document.

For more information, see the Alerts page at learn.microsoft.com.

Resolving Corruption

If these checks identify corruption, then steps must be taken to recover the database and resolve the
corruption immediately. The longer you wait to address corruption the worse it can get.

In accordance with Microsoft SQL Server Books Online, it is recommended that, if you find corruption in
your database, you should first try to resolve the corruption by running DBCC CHECKDB with the
REPAIR_FAST and/or REPAIR_REBUILD parameters. If these options do not fix the corruption, it is
recommended that you restore your last known good backup. If you are not certain when the last good
backup was performed, you will need to restore and run DBCC CHECKDB on each backup until you find
one that has no corruption.

Caution: If an integrity check identifies corruption and returns a minimum repair level of
REPAIR_ALLOW_DATA_LOSS, do not execute the command and instead restore to the most recent
backup with no corruption present. The REPAIR_ALLOW_DATA_LOSS option may result in some data
loss. In fact, it may result in losing more data than if you were to restore the database from the last known
good backup.

For additional DBCC statements that can be run against a SQL Server database, see the DBCC
CHECKDB (Transact-SQL) page on learn.microsoft.com.

Database Encryption

When strict data protection and security guidelines apply to your organization due to the presence of
protected health information (PHI) or personal identifiable information (PII) or due to other types of
sensitive data that requires greater security then additional security measures must be taken to ensure
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that data is protected while in transit and at rest. The following sections contain a high-level description of
data encryption options that are available with SQL Server.

TLS Encryption

Transport Layer Security (TLS), previously Secure Sockets Layer (SSL), is an encryption protocol used to
secure data that is in transit over the network between the database and the application server. The use
of TLS encryption with a Perceptive Content database is supported. TLS encryption requires installation
of the appropriate certificate on the server, and a trust must be established from the client for the server
certificate. While this option does increase security it can also affect overall system performance so
consider testing TSL encryption for performance before implementing it in a production environment.

For more information, see the following resources:
e Perceptive Content Database Installation and Setup Guide

e How to enable TLS 1.2 page at learn.microsoft.com

Transparent Data Encryption (TDE)

Transparent Data Encryption (TDE) is a method for securing data at rest by encrypting database data
files and transaction logs. The encryption is independent of the Perceptive Content application and is
managed exclusively by SQL Server. It protects the data within the physical database files but does not
protect any data in memory or data in transit to and from the application.

TDE requires the creation and management, including backing up, various encryption keys which are
used to secure the encrypted files. Once configured, access to the database and its files requires access
to the encryption keys that are configured as part of TDE.

Backup files of databases that have TDE enabled are also encrypted by using the database encryption
key. As a result, when you restore from these backups, the certificate protecting the database encryption
key must be available. This means that in addition to backing up the database, you must maintain
backups of the server certificates to ensure access to your data. Data loss will result if the certificate is no
longer available.

Encryption of a database file is done at the page level. The pages in an encrypted database are
encrypted before they're written to disk and are decrypted when read into memory. TDE doesn't increase
the size of the encrypted database although may have an impact on performance. It is highly
recommended that performance metrics are captured before and after the implementation of TDE to
verify that performance does not degrade to unacceptable levels.

It is also important to note that implementing TDE will not only encrypt the selected database but will also
encrypt tempdb on that SQL Server instance. Consequentially, the encryption of tempdb might negatively
affect the performance for any unencrypted databases on the same SQL Server instance.

For more information, see the Transparent data encryption (TDE) page at learn.microsoft.com.

Always Encrypted

Always Encrypted is a feature that became available in SQL Server 2016. This feature allows for
encryption of data at the table or column level. This feature is not supported with any version of
Perceptive Content.


https://learn.microsoft.com/en-us/mem/configmgr/core/plan-design/security/enable-tls-1-2
https://learn.microsoft.com/
https://learn.microsoft.com/en-us/sql/relational-databases/security/encryption/transparent-data-encryption
https://learn.microsoft.com/

Microsoft SQL Server Best Practices

Database Monitoring

An important aspect of database administration is monitoring the various components of your database
environment. This includes monitoring the success and failure of database maintenance jobs, such as
database backups, updating statistics, index rebuilds, database consistency checks, etc. Additionally,
alerts should be configured to notify administrators of any errors that occur on the system.

There are many third-party monitoring tools that can be implemented to effectively monitor the health of
your database. However, if you do not have access to these types of tools then it is possible to leverage
native SQL Server and operating system features to create a monitoring and alerting process.

These alerts should be configured to e-mail and/or page configured operators to ensure that they receive
immediate notification of database alerts.

Database Mail

It is recommended to configure the Database Mail feature for the SQL Server instance so that you can
send e-mail notifications to administrators regarding database jobs and other alerts. You will need to
know your corporate STMP server address and port as well designate a valid e-mail address to use for
sending e-mails.

You can configure Database Mail from SSMS by going to the Management folder and right clicking
Database Mail and choosing Configure Database Mail.

For more information on configuring SQL Server Database Malil, see the following pages at
learn.microsoft.com:

e SQL Server Database Mail

e Configure Database Mail

Operators

Create one or more operators that can be used to send e-mails to regarding database jobs and alerts. It
is recommended that you create a group e-mail address or distribution list on your mail server so that e-
mail recipients can be added and removed without having to create new operators and update existing
database jobs and alerts any time there is a change.

For example, you could create an operator called DBA_TEAM that has previously created e-mail address
assigned to a distribution list.

For more information, see the Create an Operator page at learn.microsoft.com.

Alerts

In addition to receiving notifications about database jobs, you should create alerts for various types of
events that might be affecting database performance and availability.

Create the following alerts so that you are immediately notified of any errors that might affect the
availability of your database.

The following is a list of events that you should consider setting up alerts. Appendix A, below, includes the
commands to create these events.

e  Error Number 823 - 10 Subsytem
e  Error Number 824 - 10 Subsytem
e  Error Number 825 - 10 Subsytem
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e Sev 16 - User Errors

e Sev 17 - Insufficient Resources

e Sev 18 - Nonfatal Internal Error

e Sev 19 - Fatal Resource Error

e Sev 20 - Fatal Error in Current Process

e Sev 21 - Fatal Error in Database Processes

e Sev 22 - Fatal Error Table Integrity Suspect

e Sev 23 - Fatal Error Database Integrity Suspect
e Sev 24 - Fatal Hardware Error

e Sev 25 - Fatal Error

Appendix A — Database Alerts

The following can be used to create some of the basic alerts for your database instance.

Note that Database Mail should already be configured and working, and the Operator (recipient)
should also be created prior to creating these alerts.

The following assumes that an operator called DBA_TEAM has already been created and is
configured to send e-mails to an individual or group of database administrators.

USE [msdb]
GO

EXEC msdb.dbo.sp add alert @name=N'Sev 16 - User Errors',
@message id=0,

@severity=16,

@enabled=1,

@delay between responses=60,
@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000";

GO

EXEC msdb.dbo.sp add notification @alert name=N'Sev 16 - User Errors',
@operator name=N'DBA TEAM', @notification method = 7;
GO

EXEC msdb.dbo.sp_add_alert @name=N'Sev 17 - Insufficient Resources',
@message id=0,

@severity=17,

@enabled=1,

@delay between responses=60,

@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000";

GO

EXEC msdb.dbo.sp_add notification @alert name=N'Sev 17 - Insufficient Resources',
@operator name=N'DBA TEAM', @notification method = 7;

GO

EXEC msdb.dbo.sp add alert @name=N'Sev 18 - Nonfatal Internal Error',
@message id=0,

@severity=18,

@enabled=1,

@delay between responses=60,
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@include event description in=1,

@job_id=N'00000000-0000-0000-0000-000000000000";

GO

EXEC msdb.dbo.sp add notification Ralert name=N'Sev 18 - Nonfatal Internal Error',
@operator name=N'DBA TEAM', @notification method = 7;

GO

EXEC msdb.dbo.sp add alert @name=N'Sev 19 - Fatal Resource Error',
@message id=0,

@severity=19,

@enabled=1,

@delay between responses=60,

@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000";

GO

EXEC msdb.dbo.sp add notification QRalert name=N'Sev 19 - Fatal Resource Error',
@operator name=N'DBA TEAM', @notification method = 7;

GO

EXEC msdb.dbo.sp_add_alert @name=N'Sev 20 - Fatal Error in Current Process',
@message id=0,

@severity=20,

@enabled=1,

@delay between responses=60,

@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000";

GO

EXEC msdb.dbo.sp_add_notification @alert name=N'Sev 20 - Fatal Error in Current Process',
@operator name=N'DBA TEAM', @notification method = 7;

GO

EXEC msdb.dbo.sp_add_alert @name=N'Sev 21 - Fatal Error in Database Processes',
@message id=0,

@severity=21,

@enabled=1,

@delay between responses=60,

@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000";

GO

EXEC msdb.dbo.sp_add_notification @alert name=N'Sev 21 - Fatal Error in Database Processes',
@operator name=N'DBA TEAM', @notification method = 7;

GO

EXEC msdb.dbo.sp add alert @name=N'Sev 22 - Fatal Error Table Integrity Suspect',
@message id=0,

@severity=22,

@enabled=1,

@delay between responses=60,

@include event description in=1,

@job_id=N'00000000-0000-0000-0000-000000000000";

GO

EXEC msdb.dbo.sp_add_notification @alert name=N'Sev 22 - Fatal Error Table Integrity
Suspect', @operator name=N'DBA TEAM', @notification method = 7;

GO

EXEC msdb.dbo.sp add alert @name=N'Sev 23 - Fatal Error Database Integrity Suspect',
@message id=0,

@severity=23,

@enabled=1,

@delay between responses=60,

@include event description in=1,

@job_id=N'00000000-0000-0000-0000-000000000000";

GO
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EXEC msdb.dbo.sp_add _notification @alert name=N'Sev 23 - Fatal Error Database Integrity
Suspect', @operator name=N'DBA TEAM', @notification method = 7;
GO

EXEC msdb.dbo.sp add alert @name=N'Sev 24 - Fatal Hardware Error',
@message id=0,

@severity=24,

@enabled=1,

@delay between responses=60,

@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000";

GO

EXEC msdb.dbo.sp add notification QRalert name=N'Sev 24 - Fatal Hardware Error',
@operator name=N'DBA TEAM', @notification method = 7;

GO

EXEC msdb.dbo.sp add alert @name=N'Sev 25 - Fatal Error',
@message id=0,

@severity=25,

@enabled=1,

@delay between responses=60,
@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000";

GO

EXEC msdb.dbo.sp add notification @alert name=N'Sev 25 - Fatal Error',
@operator name=N'DBA TEAM', @notification method = 7;

GO

EXEC msdb.dbo.sp add alert @name=N'Error Number 823 - IO Subsytem',
@message 1d=823,
@severity=0,
@enabled=1,
@delay between responses=60,
@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000"
GO
EXEC msdb.dbo.sp add notification Ralert name=N'Error Number 823 - IO Subsytem',
@operator name=N'DBA TEAM', @notification method = 7;
GO

EXEC msdb.dbo.sp add alert @name=N'Error Number 824 - IO Subsytem',
@message id=824,
@severity=0,
@enabled=1,
@delay between responses=60,
@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000"
GO
EXEC msdb.dbo.sp add notification Ralert name=N'Error Number 824 - IO Subsytem',
@operator name=N'DBA TEAM', @notification method = 7;
GO

EXEC msdb.dbo.sp add alert @name=N'Error Number 825 - IO Subsytem',
@message id=825,
@severity=0,
@enabled=1,
@delay between responses=60,
@include event description in=1,
@job_id=N'00000000-0000-0000-0000-000000000000"
GO
EXEC msdb.dbo.sp add notification Ralert name=N'Error Number 825 - IO Subsytem',
@operator name=N'DBA TEAM', @notification method = 7;
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GO

Appendix B — Extended Events Session

Extended Events is a lightweight performance monitoring system that enables users to collect data
needed to monitor and troubleshoot problems in SQL Server.

Helpful Links
QuickStart: Extended Events in SQL Server - SQL Server | Microsoft Learn
Create an Extended Events Session Using the Wizard (Object Explorer) | Microsoft Learn

Create an Extended Events Session Using the New Session Dialog | Microsoft Learn

Prerequisites
Extended Events are available in SQL Server Management Studio (SSMS) v17.3 or later.

Script to Create Extended Event Session

USE MASTER;
GO

IF EXISTS (SELECT * FROM sys.server_event sessions WHERE name='INOW_Trace_Session')
DROP EVENT SESSION [INOW Trace Session] ON SERVER
GO

CREATE EVENT SESSION [INOW Trace Session] ON SERVER
ADD EVENT sqglserver.login(

ACTION (package0.event sequence,sqlserver.client app name,sglserver.database name, sqlserver.server
_instance name, sqglserver.server principal name,sglserver.username)
WHERE ([packageO].[greater than uint64] ([sglserver].[database id], (4))
AND [packageO].[equal boolean] ([sglserver].[is system], (0)))),
ADD EVENT sqglserver.logout (

ACTION (package0.event sequence,sqlserver.client app name,sglserver.database name, sqlserver.server
_instance name, sqglserver.server principal name,sglserver.username)
WHERE ([packageO].[greater than uint64] ([sglserver].[database id], (4))
AND [packageO].[equal boolean] ([sglserver].[is system], (0)))),
ADD EVENT sqglserver.rpc completed(SET collect data stream=(1)

ACTION (package0.event sequence,sqlserver.client app name,sglserver.database name, sqlserver.server
_instance name, sqlserver.server principal name,sqlserver.transaction sequence, sqglserver.username)
WHERE ([packageO].[greater than uint64] ([sglserver].[database id], (4))
AND [packageO].[equal boolean] ([sglserver].[is system], (0)))),
ADD EVENT sqglserver.sp statement completed (

ACTION (package0.event sequence,sqlserver.client app name,sglserver.database name, sqlserver.server
_instance name, sqlserver.server principal name,sqlserver.transaction sequence, sqglserver.username)
WHERE ([packageO].[greater than uint64] ([sglserver].[database id], (4))
AND [packageO].[equal boolean] ([sglserver].[is system], (0)))),
ADD EVENT sqglserver.sql statement completed (

ACTION (package0.event sequence,sqlserver.client app name,sglserver.database name, sqlserver.server
_instance name, sqglserver.server principal name,sqlserver.transaction sequence, sqglserver.username)
WHERE ([packageO].[greater than uint64] ([sglserver].[database id], (4))
AND [packageO].[equal boolean] ([sglserver].[is system], (0)))),
ADD EVENT sglserver.query post execution showplan (
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ACTION (package0.event sequence,sqlserver.client app name,sglserver.database name, sqlserver.server
_instance name, sqglserver.server principal name,sqlserver.sqgl text,sqlserver.transaction sequence,
sglserver.username)
WHERE ([packageO].[greater than uint64] ([sglserver].[database id], (4))
AND [packageO].[equal boolean] ([sglserver].[is system], (0))))

--ADD TARGET packageO.event file (SET
filename=N'Hyland DBCoE Trace Session.xel', max file size=(2048)),

--ADD TARGET package0O.ring buffer (SET max events limit=(1000))
WITH

(

MAXiMEMORY=16384 KB,

EVENT RETENTION MODE=ALLOW_ SINGLE EVENT LOSS,

MAXiDISPATCHiLATENCY=3O SECONDS,

MAXiEVENTisIZE=O KB,

MEMORY PARTITION MODE=NONE,

TRACK_CAUSALITY=ON,

STARTUP_STATE=OFF

)

GO

Appendix C — Best Practices Checklist

SQL Server Edition

Use Enterprise Edition or Standard Edition.
SQL Server Version

Use the latest versions and Cumulative Updates (CU) for optimal security and performance.
Database Compatibility Level

Set the compatibility_level parameter to the highest supported version.
Database Collation

Choose the best collation for your organization based on recommendations in this document.
Database Recovery Model

Use the Full recovery model for production environments.
Database File Locations

Isolate the various database files to spread IO and increase performance.
Database File Autogrowth

Pre-allocate space to database files to limit autogrowth events.

Ensure database files can autogrow using appropriate increments.
Transaction Log

Put the transaction log on its own storage.

When using the full recovery model be sure to back up the transaction log.

Limit shrink operations.

Check VLFs.
TempDB

Put the tempdb database files on its own storage.
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Use an appropriate number of files that are equally sized with the same autogrowth settings.
Security

SQL Server and Windows Authentication Mode is required

Uses complex passwords for server logins.

Restrict database and server access to DBAs only.
Database Login Privileges

Do not grant the sysadmin server role to the inuser server login.
Database Connections

Ensure the application server connections pools are right sized.

Review the maximum worker threads parameter.

Do not manually kill database connections at the database level.
Database Settings

Ensure ALLOW_SNAPSHOT_ISOLATION is ON

Ensure READ_COMMITTED_SNAPSHOT is ON

Ensure PAGE_VERIFY is CHECKSUM

Ensure AUTO_SHRINK is OFF

Ensure ANSI_NULLS is ON

Ensure ANSI_PADDING is ON

Ensure ANSI_WARNINGS is ON

Ensure ARITHABORT is ON

Ensure NUMERIC_ROUNDABORT is OFF

Ensure QUOTED_IDENTIFIER is ON

Ensure CONCAT_NULL_YIELDS_NULL is ON

Set Default Index Fill Factor to 95
Statistics

Ensure AUTO_CREATE_STATISTICS is ON

Ensure AUTO_UPDATE_STATISTICS is ON

Ensure AUTO_UPDATE_STATISTICS_ASYNC is ON

Use FULLSCAN for statistical sampling.
Backup Options

Compress Backups

Backup Checksum

Verify Integrity
Parallelism

Set Max Degree of Parallelism (MAXDOP) to 1
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Set Cost Threshold for Parallelism to 50 percent if MAXDOP is greater than 1.
Anti-Virus Exclusions

Create Exclusions for database files.

Disable On-Demand scanning.
SQL Server Memory

Ensure Maximum server memory (MB) is set appropriately.
Maintenance Plans

Backups

Integrity Checks

Update Statistics

Index Maintenance

Log Cleanup
Disaster Recovery

Document Processes

Test Processes
Performance Baselines

Capture baseline metrics to record normal performance indicators.
Trace Flags

Only use trace flags when necessary.
Virtual Log Files

Ensure VLFs are not over 1,000.

Appendix D - Database Use Policy

Overview

This document provides Hyland Software’s policy for determining whether an action is considered
acceptable or unacceptable when using the Perceptive Content database from outside of the Perceptive
Content application. This policy is meant to minimize the potential for data loss, corruption, or other
inadvertent behavior that may result from direct modifications to the database.

Policy

Hyland Software strongly discourages external applications from directly updating data within the
Perceptive Content database. Furthermore, structural changes to the database can affect queries in
unpredictable ways. Hyland Software’s policy is that any such actions violate the conditions of the
maintenance agreement and may limit Hyland Software’s ability to assist you with database issues.
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Accessing the Database to Retrieve Data

Perceptive Content provides an API that makes access to documents and their attributes straightforward.
Through the API, information required to interact with Perceptive Content is accessible. This is the only
recommended access to the database.

Direct SQL queries can be written if no other method is available for capturing required information. The
only allowable DML query that directly accesses a Perceptive Content table is a SELECT statement.

Caution: Queries that are not written in a manner that considers data distribution and existing indexes
can become long-running queries that will consume substantial database server resources and adversely
affect the overall system.

Any query created for direct access to the database should be profiled and analyzed by the customer
DBA to review the execution plan. This analysis should be performed against the live database or a
database of similar size with similar data distribution for all tables involved in the query. The DBA should
verify that the query is well formed and not I/O intensive. If the query will be used frequently then it is
recommended that execution plans be documented to provide a baseline in case database performance
degrades in the future.

If requested, Hyland Software can review a query to verify its construction and performance
characteristics.

Modifying the Database Schema

Caution: Modifying the Perceptive Content database schema violates the Software Maintenance
Agreement.

The following structural changes are not acceptable and will void the maintenance agreement between
Hyland Software and the end user:

¢ Dropping or modifying constraints, including primary keys and foreign keys.

e Creating additional constraints, including primary keys, foreign keys, unique constraints or indexes,
and check constraints.

e Altering the structure of any Perceptive Content table. This includes changing column data types and
lengths or adding/removing columns, or changing the column order, or changing default constraints.

¢ Altering the structure of any Perceptive Content index. This includes changing the index type, or the
uniqueness, or the column order, or adding/removing columns from an index, or changing the sort
order.

e Creating any schema binding views or stored procedures or functions.

e Adding triggers on any Perceptive Content database table.

Creating Tables in the Database

The creation of custom tables in the Perceptive Content database is discouraged. However, if it becomes
necessary then adhere to the following guidelines.

e Do not create custom tables in the inuser schema.
o Do not prefix custom tables with “IN_" as this is reserved for Perceptive Content tables.

¢ Do not create referential integrity (FK) constraints between custom tables and Perceptive Content
tables.
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Note that the Perceptive Content intool schema validation command considers all tables in the inuser
schema. To prevent schema inconsistencies reported during the schema validation process do not create
custom tables in the inuser schema.

Adding Custom Indexes

The Perceptive Content database creates many indexes by default to facilitate the performance of the
database queries executed by the Perceptive Content application. However, in some cases, performance
may benefit from adding a custom index that is not part of the default schema.

Be aware that while adding a custom index might help with the performance of a specific query, it will also
introduce overhead on the table as the index must be maintained whenever data is inserted, updated, or
deleted, and when updating statistics.

Prior to adding a custom index, a customer should contact their first line of support to work with the
Perceptive Content Support Team for approval of the index.

When engaging the Perceptive Content Support Team for assistance in approving of a custom index,
provide the following:

e The business case for the custom index.
e The SQL statement(s) intended to benefit from the custom index.
e The actual execution plan of the above statement, with and without the custom index in place.

Note: The custom index may be created in a non-production copy of the Perceptive Content
database for this purpose.

e The CREATE INDEX statement to create the requested custom index.

Appendix E - Cloud Deployments

Perceptive Content can be deployed in the cloud and is often a better option than traditional On-Prem
deployments.

Hyland Cloud

When content services solutions are in the Hyland Cloud, ECM functionality and the burden of its
maintenance are assumed by Hyland’s staff of specially trained and accredited experts. Our cloud-based
content management system and SaaS solutions free your organization to focus on optimizing business
processes, innovating, and providing excellent experiences for your customers. This offering includes the
management and maintenance of the Perceptive Content database as well. Whether you are looking to
deploy a new environment or migrate and existing one into the cloud, Hyland Cloud could be the right
choice for you.

For more details, see the Hyland Cloud page at hyland.com.

SQL Server Databases on AWS
The following AWS options are supported for deployment of SQL Server:

Amazon Relational Database Service (RDS)
Amazon EC2 for SQL Server
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Hybrid Deployments

Using a cloud database service such as AWS or RDS or Azure for the database while hosting the
application server, or other critical components On-Prem is not recommended. This type of hybrid
configuration creates an environment with a degree of network latency that does not perform well. It is
highly recommended that all servers be located within the same internal network, whether that be On-
Prem or in the Cloud.

Advantages of Cloud Computing

¢ Trade fixed expenses for variable expenses — Instead of having to invest heavily in data centers
and servers before you know how you’re going to use them, you can pay only when you consume
computing resources, and pay only for how much you consume.

¢ Benefit from massive economies of scale — By using cloud computing, you can achieve a lower
variable cost than you can get on your own. Because usage from hundreds of thousands of
customers is aggregated in the cloud, providers can achieve higher economies of scale, which
translates into lower pay as-you-go prices.

e Stop guessing capacity — Eliminate guessing on your infrastructure capacity needs. When you
make a capacity decision prior to deploying an application, you often end up either sitting on
expensive idle resources or dealing with limited capacity. With cloud computing, these problems go
away. You can access as much or as little capacity as you need and scale up and down as required
with only a few minutes’ notice.

¢ Increase speed and agility — In a cloud computing environment, new IT resources are only a click
away, which means that you reduce the time to make those resources available to your developers
from weeks to just minutes. This results in a dramatic increase in agility for the organization, since the
cost and time it takes to experiment and develop is significantly lower.

e Stop spending money running and maintaining data centers — Focus on projects that
differentiate your business, not the infrastructure. Cloud computing lets you focus on your own
customers, rather than on the heavy lifting of racking, stacking, and powering servers.

¢ Go global in minutes — Easily deploy your application in multiple regions around the world with just a
few clicks. This means you can provide lower latency and a better experience for your customers at
minimal cost.

Reference: Six advantages of cloud computing

Appendix F - Database Health Checkups and Baselines

The following items should be checked periodically to ensure that metrics are within healthy thresholds
and not deviating from baselines and expected levels.

Be sure to capture baseline values for each metric so you have a point of reference to compare against
when troubleshooting performance issues and to help identify trends that might provide early warnings to
future problems.

Performance Baselines

An important aspect to maintaining an environment is to gather baseline performance metrics across the
environment. Collect baseline metrics at various intervals to record performance of key components at
various intervals including peak usage periods and other regular high-load processing events.
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Baselines are extremely helpful for identifying areas where components are reaching maximum
thresholds and might benefit from scaling specific resources. Baselines can also be used to help identify
areas in which performance has changed by comparing the baselines numbers with metrics at other
points in time to help troubleshoot performance issues. Baselines also provide a point of reference when
planning for increased workloads such as increasing the number of users or adding new features or
processes that increase the demand on the infrastructure.

It is recommended that you consult with manufacturer documentation for best practices related to
collecting and evaluating baseline performance data.

Note that you may have to use various methods to capture the baselines for each area.
Metrics regarding database performance can be collected using the following:

e SQL Server Dynamic Management Views (DMVs)

e SQL Server Query Store catalog views

e SQL Server Profiler or Extended Event Sessions

e Perceptive Content server logs

e  Other third-party tools

Windows offers a large selection of PerfMon counters that can also be used to gather baseline
information related to the database and the server.

Consider collecting baselines at various, significant intervals for the following metrics:

e CPU utilization

e Memory pressure and utilization

e Review Top Waits as reported by the database.

e Review Top SQL queries ordered by CPU time and 10 to look for tuning opportunities.
e Database file read and write performance.

e Disk read and write performance.

e Volume utilization and free space percentages

e VLF counts for database transaction logs

e Database Maintenance schedules and task durations

e Frequency and sample sizes of database statistics for indexes and columns

o Review SQL Server Logs for errors and other reported events that might be concerning.
e Review OS Server Logs for errors and other reported events that might be concerning.
e Network throughput and latency

Quick Tips

e The Perceptive Content Server logs contain information regarding database calls and query
performance and errors. Review the logs periodically for information on slow database queries or
database timeouts.



Microsoft SQL Server Best Practices

e For more information on what native tools to use for gathering performance baselines, see the
Gathering Performance Metrics section of this document.

Appendix G - Hyland Microservices

Hyland offers several microservices which can be used to provide additional features and functionality on
top of existing Perceptive Content deployments. The User Preferences microservice is one such example.
These microservices can co-exist within the Perceptive Content SQL Server instance and INOW
database to simplify the deployment, management, and maintenance of those additional database
schemas. For more information on each specific microservice, see the appropriate installation guide.
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